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Ash DataLayer for Neo4j, configurable using a simple DSL
Installation
With Igniter (recommended)
mix igniter.install ash_neo4j

This automatically configures the formatter, adds Bolty connection config to config/runtime.exs, and wires Bolty into your supervision tree.
Manual
Add to deps in mix.exs:
def deps do
  [
    {:ash_neo4j, "~> 0.9"},
  ]
end
Then follow the Bolty configuration steps below.
AI Coding Assistants
AshNeo4j ships usage rules for AI coding assistants. If your project uses
usage_rules, add ash_neo4j to your
:usage_rules config and run mix usage_rules.sync to merge the rules into
your AGENTS.md (or CLAUDE.md).
Tutorial
To get started you need a running instance of Livebook
[image: Run in Livebook]
Usage
Configure AshNeo4j.DataLayer as data_layer: within use Ash.Resource options:
  use Ash.Resource,
    data_layer: AshNeo4j.DataLayer
Configuration
Each Ash.Resource allows configuration of its AshNeo4j.DataLayer. An example Comment resource is given below, it can belong to a Post resource. The neo4j configuration block below is actually unnecessary as written.
defmodule Blog.Comment do
  use Ash.Resource,
    data_layer: AshNeo4j.DataLayer

  neo4j do
    label :Comment
    relate [{:post, :BELONGS_TO, :outgoing, :Post}]
  end

  actions do
    default_accept :*
    defaults [:create, :read, :update, :destroy]
  end

  attributes do
    uuid_primary_key :id
    attribute :title, :string, public?: true
    attribute :date_created, :date, source: :dateCreated
  end

  relationships do
    belongs_to :post, Post, public?: true
  end
end
Label
The DSL may be used to label the Ash Resource's underlying graph node. If omitted the Ash Resource's short module name will be used.
  neo4j do
    label :Comment
  end
Relate
The DSL may be used to specifically direct any relationship, in the form {relationship_name, edge_label, edge_direction, destination_label}. An entry can be provided for any relationship to override the default values created by AshNeo4j.
  neo4j do
    relate [{:post, :BELONGS_TO, :outgoing, :Post}]
  end
Default relate clauses are always :outgoing from the source resource, and the edgelabel is derived from the Ash relationship type.
Relate clauses, whether specific or default must be unique {, edge_label, edge_direction, destination_label} for a given source_label to allow determination of the source relationship.
Guard
The DSL may be used to guard destroy actions, in the form {edge_label, edge_direction, destination_label}. By default incoming allow_nil? false belongs_to are guarded against deletion while relationships exist. Guards can be created independently of explicit relationships.
  neo4j do
    guard [{:WRITTEN_BY, :outgoing, :Post}]
  end
Guard is useful where the resource has no explicit relationships, but other resources expect the resource to exist while they are related.
Guard can also be used where the underlying node has other edges which should prevent resource destruction.
Skip
The DSL may be used to skip storing attributes as node properties. This can be useful for 'transient' attributes, or attributes you want to default using the resource but not store explicitly.
  neo4j do
    skip [:other_id]
  end
Translate
Translation of resource attributes to/from Neo4j node properties is done without explicit Ash Neo4j DSL.
For convenience Ash Neo4j translates attributes with underscores to camelCase Neo4j properties. Neo4j uses the node property 'id' internally, so Ash Neo4j will translate the 'id' attribute using the camelCased short name of the type, e.g. an 'id' attribute of :uuid type is translated to the 'uuid' node property.
Ash Neo4j also supports the source field in Ash.Resource.Attribute DSL - if present this will be used for the node property. 
Verifiers
The DSL is verified against misconfiguration and violation of accepted neo4j conventions providing compile time errors:
	neo4j labels must be PascalCase
	neo4j property names must be camelCase
	edge label must be MACRO_CASE
	edge direction must be in [:incoming, :outgoing]
	relate: relationship_name must match the name of a relationship
	relate: relationship enrichment not possible, edge_label, edge_direction and destination_label must be unique
	attribute type requires unsupported term

Testing
AshNeo4j.Sandbox provides test isolation analogous to Ecto.Adapters.SQL.Sandbox. Each test that calls checkout/0 gets a dedicated Neo4j connection with an open transaction. All queries from that test run inside the transaction, which is rolled back automatically when the test process exits. Nothing is ever committed, so there is no data to clean up and tests can safely run in parallel.
Setup
Replace any Neo4jHelper.delete_all() or Neo4jHelper.delete_nodes/1 teardown with a sandbox checkout:
setup_all do
  AshNeo4j.BoltyHelper.start()
end

setup do
  AshNeo4j.Sandbox.checkout()
  on_exit(&AshNeo4j.Sandbox.rollback/0)
end
The on_exit call is optional — the transaction is rolled back automatically when the test process exits — but is recommended for clarity.
Parallel tests
Because each test's writes are confined to an uncommitted transaction, tests can run concurrently without interfering:
use ExUnit.Case, async: true

setup do
  AshNeo4j.Sandbox.checkout()
  on_exit(&AshNeo4j.Sandbox.rollback/0)
end
Targeting a second Neo4j (pool routing)
The data layer talks to a configurable Bolty pool — AshNeo4j.BoltyHelper.current_pool/0, defaulting to Bolt. Override it per-process with with_pool/2 (or Process.put(:ash_neo4j_pool, Pool)) to route a test's queries — and the cypher25?/1 / policy/1 capability checks — to a different server. AshNeo4j's own suite uses this to run Cypher-25 vector tests against a Neo4j 2026.05 pool (Bolt6) while the rest of the suite stays on a 5.x pool; those tests are tagged :cypher25 and excluded by default. Start a long-lived pool from test_helper.exs (not a per-test setup) — Bolty.start_link/1 links the pool to the calling process, so starting it inside a test ties the pool's lifetime to that one test. See usage-rules/vectors.md.
Installing Neo4j and Configuring Bolty
ash_neo4j uses neo4j which must be installed and running.
ash_neo4j uses bolty, a reluctant fork of boltx
Your Ash application needs to configure, start and supervise bolty see bolty documentation. Make sure to configure any required authorisation.
Tested against Neo4j 5.26.x community (Bolt 5.x) and the calendar-versioned Neo4j 2026.05 community (Bolt 6.0), as well as DozerDB 5.26.x with multi-database. bolty ~> 0.1.0 negotiates Bolt 5.6–6.0 and drops the older Bolt 1–4.x protocols; Neo4j 4.x / Bolt 4.x are not supported.
Cypher 25 and Cypher 5
Neo4j 2025.06 introduced versioned Cypher: the long-standing language is now Cypher 5 (the default on Neo4j 5.x and on 2025.x servers), and Cypher 25 is the new calendar-versioned language available from Neo4j 2025.06 onward. The two coexist on a 2025.06+ server and are selected per-query with a leading CYPHER 5 / CYPHER 25 clause.
AshNeo4j detects the connected server version (from Bolty.connection_info/1's server_version) and, on Neo4j ≥ 2025.06, automatically prepends CYPHER 25 to every query so it runs against the Cypher 25 language. On older servers no prefix is emitted and queries run against the server default (Cypher 5). The result is cached per pool; AshNeo4j.BoltyHelper.cypher25?/0 reports it.
This is distinct from the Bolt protocol version (5.6–6.0) — the Bolt version is how the driver talks to the server, while Cypher 5 / 25 is the query language version. Some features require Cypher 25 regardless of Bolt version: for example vector similarity search (see usage-rules/vectors.md) needs Neo4j ≥ 2025.06 but works over Bolt 5.8. A feature that requires it calls AshNeo4j.Cypher.require_cypher25!/0, which raises AshNeo4j.Error.RequiresCypher25 on an older server.
Until bolty#47 adds a cypher25 indicator to Bolty.Policy, AshNeo4j derives this from the server_version string ("Neo4j/YYYY.MM.*" ≥ 2025.06).

Elixir, Ash and Neo4j Types
We've made some decisions around how Ash/Elixir types are used to persist attributes as Neo4j properties. Where possible we've used Ash.Type.dump_to_native/cast_stored and 'native' Neo4j types, in many cases encoding to ISO8601, JSON or Base64 strings.
	Ash Type shortname	Ash Type Module	Elixir Type Module	Attribute Value Example	Neo4j Node Property Value Cypher Example	Cypher Type
	:atom	Ash.Type.Atom	Atom	:a	"a"	STRING
	:binary	Ash.Type.Binary	BitString	<<1, 2, 3>>	"AQID"	STRING
	:boolean	Ash.Type.Boolean	Boolean	true	true	BOOLEAN
	:ci_string	Ash.Type.CiString	Ash.CiString	Ash.CiString.new("Hello")	"Hello"	STRING
	:date	Ash.Type.Date	Date	~D[2025-05-11]	2025-05-11	DATE
	:datetime	Ash.Type.DateTime	DateTime	~U[2025-05-11 07:45:41Z]	2025-05-11T07:45:41Z	DATETIME
	:decimal	Ash.Type.Decimal	Decimal	Decimal.new("4.2")	"\"4.2\""	STRING
	:duration	Ash.Type.Duration	Duration	%Duration{month: 2}	PT2H	DURATION
	:duration_name	Ash.Type.DurationName	Atom	:day	"day"	STRING
	:integer	Ash.Type.Integer	Integer	1	1	INTEGER
	:float	Ash.Type.Float	Float	1.23456789	1.23456789	FLOAT
	:function	Ash.Type.Function	Function	&AshNeo4j.Neo4jHelper.create_node/2	"&AshNeo4j.Neo4jHelper.create_node/2"	STRING
	subtype_of: :keyword	DogKeyword using Ash.Type.NewType	DogKeyword	[name: "Henry", age: 8, breed: :groodle]	"{\"age\":8,\"breed\":\"groodle\",\"name\":\"Henry\"}"	STRING
	:map	Ash.Type.Map	Map	%{name: "Henry", age: 8, breed: :groodle}	"{\"age\":8,\"breed\":\"groodle\",\"name\":\"Henry\"}"	STRING
	:module	Ash.Type.Module	Module	AshNeo4j.DataLayer	"Elixir.AshNeo4j.DataLayer"	STRING
	:naive_datetime	Ash.Type.NaiveDateTime	NaiveDateTime	~N[2025-05-11 07:45:41]	2025-05-11T07:45:41	LOCAL_DATETIME
	:string	Ash.Type.String	BitString	"hello"	"hello"	STRING
	subtype_of: :struct	DogStruct using Ash.Type.NewType	DogStruct	%DogStruct{name: "Henry", age: 8, breed: :groodle}	"{\"age\":8,\"breed\":\"groodle\",\"name\":\"Henry\"}"	STRING
	:time	Ash.Type.Time	Time	~T[07:45:41Z]	07:45:41Z	TIME
	:time_usec	Ash.Type.TimeUsec	Time	~T[07:45:41.429903Z]	07:45:41.429903000Z	TIME
	subtype_of: :tuple	DogTuple using Ash.Type.NewType	Tuple	{"Henry", 8, :groodle}	"{\"age\":8,\"breed\":\"groodle\",\"name\":\"Henry\"}"	STRING
	:subtype_of :struct	DogTypedStruct using Ash.TypedStruct	DogTypedStruct	%DogTypedStruct{name: "Henry", age: 8, breed: :groodle}	"{\"age\":8,\"breed\":\"groodle\",\"name\":\"Henry\"}"	STRING
	:union	Ash.Type.Union	Ash.Union	%Ash.Union{type: :typed_struct, value: %Dog{age: 8}}	"{\"type\":\"typed_struct\",\"value\":{\"age\":8}}"	STRING
	:url_encoded_binary	Ash.Type.UrlEncodedBinary	BitString	<<1, 2, 3>>	"AQID"	STRING
	:utc_datetime	Ash.Type.UtcDatetime	DateTime	~U[2025-05-11 07:45:41Z]	2025-05-11T07:45:41Z	DATETIME
	:utc_datetime_usec	Ash.Type.UtcDatetimeUsec	DateTime	~U[2025-05-11 07:45:41.429903Z]	2025-05-11T07:45:41.429903000Z.	DATETIME
	:uuid	Ash.Type.UUID	BitString	"0274972c-161c-4dc9-882f-6851704c2af9"	"0274972c-161c-4dc9-882f-6851704c2af9"	STRING
	:uuid7	Ash.Type.UUIDv7	BitString	"019d85f7-8450-7695-9426-4ede74026140"	"019d85f7-8450-7695-9426-4ede74026140"	STRING
	(vector embedding)	AshNeo4j.Types.Vector	List	[0.12, -0.04, 0.98]	[0.12, -0.04, 0.98]	LIST<FLOAT>

Ash :date, :datetime, :time and :naive_datetime are second precision, whereas :utc_datetime_usec and :time_usec are microsecond precision. Neo4j is capable of nanoseconds however Ash/Elixir is not. 
Struct is supported, however must implement Ash.Type. Ash arrays are supported as arrays in neo4j.
Ash.Type.NewType including Ash.TypedStruct are supported, as are embedded resources.
Ash.Type.File and Ash.Type.Term are not supported. The built-in Ash.Type.Vector is also not supported — AshNeo4j ships its own AshNeo4j.Types.Vector for embeddings (stored as a Neo4j LIST<FLOAT>), with vector_similarity / vector_cosine_distance search expressions. See usage-rules/vectors.md.
Storage Types
Generally AshNeo4j uses Ash.Type.dump_to_native and Ash.Type.cast_stored. Post/prior to this we may encode/decode either as JSON or Base64.
Ash.Type.Keyword, Ash.Type.Map, Ash.Type.Struct, Ash.Type.Tuple and Ash.Type.Union are stored as JSON.
Ash.Type that have storage type map and aren't built in are also stored as JSON. This covers TypedStruct, embedded resources and Ash.Type.NewType you create subtype_of keyword, map, struct, tuple or union.
JSON types are stored as maps. We encode with AshNeo4j.Util.json_encode, which erases Struct's and orders keys. It deliberately avoids using Jason.Encoder on structs other than those it has converted to Jason.OrderedObject. This means you are free to use Jason.Encoder (possibly via ash_jason) for other concerns such as presentation or communications.
Interestingly many Ash.Types have identical JSON representations (e.g. Map, Struct, Tuple, Keyword). Neo4j lists are used for arrays since JSON and Base64 are strings.
A few things to note:
	Ash.Type.UUID, Ash.Type.UUIDv7 - we persist in the 'cast_input' format rather than as compacted binary for readability, so we don't use Ash.Type.dump_to_native and Ash.Type.cast_stored at all. However foreign keys aren't persisted using properties, we of course use relationships.
	Ash.Type.Function - we persist external functions as a string MFA, rather than binary, so we don't use Ash.Type.dump_to_native and Ash.Type.cast_stored at all. Persisting local functions is not supported.

Keys
We've generally used :uuid_primary_key, which Ash creates. While it may be possible to use other types for primary keys, we haven't done so yet.
Elixir nil and Neo4j Null
Generally attributes with nil value are not persisted, rather they are simply not created or removed on update to nil.
Other Notable
Transactions are supported.
Aggregates
AshNeo4j supports Ash aggregates. Declare them in the standard Ash aggregates block:
aggregates do
  count :comment_count, :comments
  exists :has_comments, :comments
  sum :total_score, :comments, field: :score
  avg :avg_score, :comments, field: :score
  min :min_score, :comments, field: :score
  max :max_score, :comments, field: :score
  first :first_comment_title, :comments, field: :title
  list :comment_titles, :comments, field: :title
end
Supported kinds: :count, :exists, :sum, :avg, :min, :max, :first, :list. The :custom kind is not supported.
Aggregates are computed in Cypher via OPTIONAL MATCH traversal. Single-hop and multi-hop relationship paths are both supported.
Embedded struct and JSON-type fields are supported. When field: refers to an attribute stored as JSON — Ash.TypedStruct, Ash.Type.NewType with map storage, embedded resources, Ash.Type.Map, Ash.Type.Union, etc. — AshNeo4j collects the raw JSON strings from Neo4j and deserializes them in Elixir using Ash.Type.cast_stored/3. :list and :first aggregates return fully deserialized struct values. :sum, :avg, :min, :max work when the deserialized values are directly comparable/numeric. To aggregate a sub-field within a struct, use an expr: aggregate.
aggregates do
  list :all_metadata, :related_things, field: :metadata   # returns [%MetadataStruct{}, ...]
  first :first_metadata, :related_things, field: :metadata # returns %MetadataStruct{}
end

# No elevation needed — navigate into the struct with an expression aggregate:
Ash.aggregate(MyResource, {:total_bandwidth, :sum, [
  path: [:characteristics],
  expr: Ash.Expr.expr(get_path(value, [:bandwidth])),
  expr_type: :integer
]})
For expr: aggregates, AshNeo4j fetches full destination records, evaluates the Ash expression on each in Elixir, and aggregates the results. Any valid Ash expression works — get_path for nested struct navigation, arithmetic, etc. Note: expr: is a programmatic API and is not available in the resource-level aggregates do DSL block.
Calculations
AshNeo4j supports expression calculations — calculations declared with expr(...) in the calculations block. They are evaluated in Elixir after records are loaded from Neo4j.
calculations do
  calculate :score_doubled, :integer, expr(score * 2)
  calculate :full_name, :string, expr(first_name <> " " <> last_name)
  calculate :dog_age, :integer, expr(get_path(dog, [:age]))
end
Calculations can be:
	Loaded — Ash.load!(records, [:score_doubled])
	Filtered on — Ash.Query.filter(score_doubled > 10) — AshNeo4j loads all matching nodes then evaluates the filter in Elixir
	Sorted on — Ash.Query.sort(score_doubled: :asc) — applied in Elixir after records are loaded

Embedded struct fields work without elevation. get_path(dog, [:age]) navigates into a DogTypedStruct directly — records arrive with embedded types fully deserialized, so any Ash expression that works in-memory works in a calculation.
Only expr(...) calculations are currently supported. Custom :calculate callback modules are not.
Limitations and Future Work
Ash Neo4j has support for Ash create, update, read, destroy actions, aggregates, expression calculations, spatial types, and vector embeddings. The cypher is now parameterised but is by no means optimised. The DSL is likely to evolve further and this may break back compatibility. Storage formats are subject to infrequent change so upgrade may require data migration (not included).
Vector similarity search is currently a full scan — Neo4j does not use the HNSW vector index for vector.similarity.cosine in a WHERE/ORDER BY. Indexed top-K (via db.index.vector.queryNodes / the Cypher 25 SEARCH clause) is tracked in #297.
Future work may include: cached calculations and aggregates, indexed vector/semantic search (#297), and broader geospatial support.
Collaboration on ash_neo4j welcome via github, please use discussions and/or raise issues as you encounter them. If going straight for a PR, please include explanation and test cases.
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MIT License
Copyright (c) 2025 Matthew Graham Beanland and contributors 
Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:
The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.
THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.


  

    Ash Neo4j DataLayer

Mix.install(
  [
    {:ash_neo4j, "~> 0.9"}
  ],
  consolidate_protocols: false
)
Overview
If already familiar with the Ash Framework in this livebook tutorial you will learn:
	Why have an Ash Neo4j DataLayer?
	Brief Introduction to Neo4j
	Installing Neo4j and configuring Bolty
	How to persist your Ash Resources with Neo4j
	How your Ash Resources and their relationships are stored in Neo4j

Why have an Ash Neo4j DataLayer?
I've been using developing systems for about 30 years, often working with relational databases. I've been developing with graph databases for the last five years. I've found graph aligns naturally with the way I think about things and how they are related. Graphistas see graphs everywhere, because they are everywhere. Graph is similar to Elixir, in that once you start you don't want to go back. In fact life is too short, I won't go back...
Similarly I've found Ash to be an exceptional framework for declarative application development. It has a learning curve, however the Ash way is to use and build abstractions for exceptional maintainability.
The Ash Framework contains some basic datalayers and the ecosystem already offers a choice of datalayer extensions, including the popular and feature rich AshPostgres above the open source Postgres.
I hitched my wagon to Ash Framework aware of the lack of graph datalayers, knowing that they could be built using an Ash Extension. Indeed Ash does a good job of abstracting SQL databases away and making refactorings easier, so arguably there is less demand for such a thing. However as you refactor your resources you still need to migrate database schemas - so the complexity doesn't go away, it is just better hidden.
Neo4j is defacto in data science and well entrenched in security, fraud, logistics, network management and recommendation applications. Increasingly our applications need to work with both facts and knowledge and these are best represented using graphs.
So here we both are with Ash and graph. Enjoy the combination.
Brief Introduction to Neo4j
Neo4j is a leading Graph Based Database. It is schemaless, and your data is modelled naturally using nodes and relationships. Nodes can have properties and be involved in any number of relationships. Relationships are directed and relate exactly two nodes. Relationships are also named and may themselves have properties.
Cypher (also known as Cypher Query Language CQL) is the native language of Neo4j, and was originally modelled after SQL.
We can create an Actor node CREATE (s:Actor {name: 'Bill Nighy'}) and a Movie node CREATE (d:Movie {title: 'Love Actually'})
We can relate them with the cypher MATCH (s:Actor {name: 'Bill Nighy'}), (d:Movie {title: 'Love Actually'}) MERGE (s) -[r:ACTED_IN]-> (d)
Cypher is not meant as a graphical language, but has an ASCII art influence and is fairly expressive in that (s) -[r:ACTED_IN]-> (d), which mirrors how these nodes could look related in a browser. Cypher influenced international standard GQL and is being aligned, however to maintain back compatibility with Neo4j 4.x we use Cypher.
We connect to the Neo4j database using the Bolt protocol. Ash Neo4j uses bolty which is a fork of the inactive bolt-sips.
Installing Neo4j and Configuring Bolty
While Neo4j community edition is open source and you can build from source it is likely that you'll use an installation.
AshNeo4j uses neo4j which must be installed and running. You can install latest major Neo4j versions from the community tab at Neo4j Deployment Center, or use the 5.26.10 direct link
When you install neo4j you'll typically have a default username and password. Take note of this and any other non-standard config.
Update the configuration below as necessary and evaluate.
config = [
  uri: "bolt://localhost:7687",
  auth: [username: "neo4j", password: "password"],
  user_agent: "ashNeo4jLivebook/1",
  pool_size: 15,
  max_overflow: 3,
  prefix: :default,
  name: Bolt,
  log: false,
  log_hex: false
]
Bolty needs a process in your supervision tree, this will start one with the config if not already running:
AshNeo4j.BoltyHelper.start(config)
Now you should be able to verify that Ash Neo4j is connected to Neo4j using Bolty:
AshNeo4j.BoltyHelper.is_connected()
You can get all nodes related to other nodes the following query:
AshNeo4j.Cypher.run("MATCH (n1)-[r]->(n2) RETURN r, n1, n2 LIMIT 25")
It is helpful to have a Neo4j browser open locally, typically:
http://localhost:7474/browser/
Once you connect and issue a query like the one above you'll be able to explore the results interactively.
OPTIONAL If you want to clear your database you can evaluate:
AshNeo4j.Neo4jHelper.delete_all()
How to persist your Ash Resources with Neo4j
First we define a minimal Domain to hold our Ash Resources:
defmodule Demo do
  @moduledoc false
  use Ash.Domain

  resources do
    allow_unregistered? true
  end
end
We'll start by defining an Ash Resource for a Specification. We intend to have a Specification instance which SPECIFIES either Service or Resource instances:
For the Specification resource we simply declare the data_layer when using Ash.Resource. Usually we'll need to do some minor configuration with a 'neo4j do' declaration block:
defmodule Specification do
  use Ash.Resource,
    domain: Demo,
    data_layer: AshNeo4j.DataLayer

  actions do
    defaults [:read, :destroy, create: :*, update: :*]
  end

  attributes do
    uuid_primary_key :id
    attribute :href, :ci_string, constraints: [casing: :lower], public?: true
    attribute :name, :string, public?: true
    attribute :type, :atom, constraints: [one_of: [:service, :resource]], public?: true
    attribute :major_version, :integer, default: 1, public?: true
    attribute :minor_version, :integer, default: 0, public?: true
  end
end
Now we create some service and resource specification instances:
broadband_v1 = Specification |> Ash.create!(%{name: "broadband"})
nbn_ethernet_v1 = Specification |> Ash.create!(%{name: "nbnEthernet", type: :resource})
mobile_backup_v2 = Specification |> Ash.create!(%{name: "mobileBackup", major_version: 2, minor_version: 3})
esim_v1 = Specification |> Ash.create!(%{name: "esim", type: :resource})
specifications = [broadband_v1, mobile_backup_v2, nbn_ethernet_v1, esim_v1]
Next we define an Ash Resource for Resource, using the AshNeo4j datalayer. A Resource is specified by a Specification, can use other Resources, and also belong to a Service. We can use the default relates for Resource belongs to Service.
defmodule Resource do
  @moduledoc false
  use Ash.Resource,
    domain: Demo,
    data_layer: AshNeo4j.DataLayer

  neo4j do
    relate [
      {:specification, :SPECIFIES, :incoming, :Specification},
      {:resources, :ASSIGNED_TO, :incoming, :Resource},
      {:resource, :ASSIGNED_TO, :outgoing, :Resource}
    ]
  end

  actions do
    defaults [:destroy]

    read :read do
      primary? true
    end

    create :create do
      primary? true
      accept [:name]
      argument :specified_by, :uuid

      change manage_relationship(:specified_by, :specification, type: :append_and_remove)
    end

    update :update do
      primary? true
      require_atomic? false
      accept [:state, :status]
      argument :use_resources, {:array, :uuid}

      change manage_relationship(:use_resources, :resources, type: :append_and_remove)
    end
  end

  attributes do
    uuid_primary_key :id
    attribute :name, :string, public?: true
    attribute :state, :atom, public?: true
    attribute :status, :atom, public?: true
  end

  relationships do
    belongs_to :specification, Specification, public?: true
    belongs_to :service, Service, public?: true
    belongs_to :resource, Resource, public?: true
    has_many :resources, Resource
  end
end
We also need to declare a Service, also defined by a Specification and can manage child Services and be assigned Resources. Similarly we can use the default relates for Service belongs to Service.
defmodule Service do
  @moduledoc false
  use Ash.Resource,
    domain: Demo,
    data_layer: AshNeo4j.DataLayer

  neo4j do
    label :InternalService

    relate [
      {:specification, :SPECIFIES, :incoming, :Specification},
      {:services, :BELONGS_TO, :incoming, :Service},
      {:resources, :IS_ASSIGNED, :incoming, :Resource},
      {:resource, :IS_ASSIGNED, :outgoing, :Resource}
    ]

    guard [
      {:SPECIFIES, :incoming, :Specification}
    ]
  end

  actions do
    defaults [:destroy]

    read :read do
      primary? true
    end

    create :create do
      primary? true
      accept [:name]
      argument :specified_by, :uuid

      change manage_relationship(:specified_by, :specification, type: :append_and_remove)
    end

    update :update do
      primary? true
      require_atomic? false
      argument :manage_services, {:array, :uuid}
      argument :use_resources, {:array, :uuid}

      change manage_relationship(:manage_services, :services, type: :append_and_remove)
      change manage_relationship(:use_resources, :resources, type: :append_and_remove)
    end
  end

  attributes do
    uuid_primary_key :id
    attribute :name, :string, public?: true
    attribute :state, :atom, public?: true
    attribute :status, :atom, public?: true
  end

  relationships do
    belongs_to :specification, Specification, public?: true
    belongs_to :service, Service, public?: true
    has_many :services, Service, public?: true
    has_many :resources, Resource, public?: true
    belongs_to :resource, Resource, public?: true
  end
end
Now we'll create some resource instances, these will be related to the specifications we created earlier:
esim_0001 = Resource |> Ash.create!(%{name: "esim_0001", specified_by: esim_v1.id})
nbn_ethernet_0001 = Resource |> Ash.create!(%{name: "nbnEthernet_0001", specified_by: nbn_ethernet_v1.id})
resources = [esim_0001, nbn_ethernet_0001]
Now we create some services instances, also specified_by specifications.
broadband_0001 = Service |> Ash.create!(%{name: "broadband_0001", specified_by: broadband_v1.id})
mobile_backup_0001 = Service |> Ash.create!(%{name: "mobileBackup_0001", specified_by: mobile_backup_v2.id})
services = [broadband_0001, mobile_backup_0001]
Now we relate the services and resources with each other, such that the broadband service uses the nbnEthernet resource, and manages the mobileBackup service which has the esim resource:
mobile_backup_0001 |> Ash.update!(%{use_resources: [esim_0001.id]})
broadband_0001 
|> Ash.update!(%{manage_services: [mobile_backup_0001.id]})
|> Ash.update!(%{use_resources: [nbn_ethernet_0001.id]})
How your Ash Resources and their relationships are stored in Neo4j
Now check your Neo4j browser and you should see the full broadband service and resource hierarchy.
Explore the nodes and relationships. We strictly enforce Neo4j naming conventions at resource compile time such that:
	node labels are PascalCase
	node properties are camelCase
	relationships are UPPER_CASE

Labels
By default AshNeo4j labels each node with the rightmost Module.split of the Ash Resource module name. The label can be overridden using the DSL label to provide an atom, such as label :InternalService. All labels are verified to be PascalCase at compile time.
Properties
By default AshNeo4j translates snake_case attribute names to camelCase Neo4j property names. Neo4j reserves id as an internal node property, so AshNeo4j translates the :id attribute to the camelCased short name of the type — for example an :id attribute of :uuid type is translated to the uuid node property.
AshNeo4j also supports the source: field in the attribute DSL — if present it is used directly as the Neo4j property name.
Relationships
We use relate to direct relationships where we don't want AshNeo4j defaults. For the Service above:
relate [
  {:specification, :SPECIFIES, :incoming, :Specification},
  {:services, :BELONGS_TO, :incoming, :Service},
  {:resources, :IS_ASSIGNED, :incoming, :Resource},
  {:resource, :IS_ASSIGNED, :outgoing, :Resource}
]
This directs the Service's belongs_to :specification relationship to the semantic Cypher (:Specification)-[:SPECIFIES]->(:InternalService).
Default relate clauses are always :outgoing from the source resource, and the edge label is derived from the Ash relationship type.
Guard
We use guard to prevent destruction of a node while relationships exist. In the Service above:
guard [
  {:SPECIFIES, :incoming, :Specification}
]
This prevents a Specification from being destroyed while it SPECIFIES a Service. Guard is useful where a resource has no explicit relationships but other resources depend on it existing.
Skip
We use skip to avoid persisting certain attributes as node properties. This is useful for transient attributes or attributes you want to default using the resource but not store explicitly:
neo4j do
  skip [:transient_field]
end
Types and Storage
AshNeo4j handles the mapping between Ash/Elixir types and Neo4j property storage. Where possible it uses native Neo4j types — string, integer, float, boolean, and temporal types. For complex types it uses JSON-encoded strings. For raw binary types it uses Base64-encoded strings.
Key points:
	Atoms are stored as strings — :groodle is stored as "groodle"
	UUID types (Ash.Type.UUID, Ash.Type.UUIDv7) are stored as their printable string form — "0274972c-161c-4dc9-882f-6851704c2af9"
	Complex types (maps, structs, tuples, keywords, unions, embedded resources, Ash.Type.NewType, Ash.TypedStruct) are JSON-encoded — {"name":"Henry","age":8,"breed":"groodle"}
	Binary types (Ash.Type.Binary, Ash.Type.UrlEncodedBinary) are Base64-encoded — "AQID"
	Temporal types (date, time, datetime, naive_datetime, duration) use native Neo4j types via Bolty PackStream
	CiString (Ash.Type.CiString) is stored as a plain string using the casing applied during cast_input. Queries against CiString values use toLower() on both sides in Cypher since Neo4j has no native case-insensitive string type
	Arrays use Neo4j native arrays — each element is individually encoded using the rules above
	nil values are not persisted as properties — they are simply absent from the node, and removed on update to nil

Interestingly many Ash types have identical JSON representations (Map, Struct, TypedStruct, Tuple, Keyword). This means schema evolution between these types requires no data migration — you can change the Elixir type of an attribute without touching Neo4j.
JSON encoding uses AshNeo4j.Util.json_encode, which converts structs to plain maps and sorts keys for consistency. It deliberately avoids calling Jason.Encoder on structs, so you are free to implement Jason.Encoder (possibly via ash_jason) for presentation or API concerns without affecting storage.
For a complete type reference see the AshNeo4j README.
What Next?
In this tutorial you've used the AshNeo4j DataLayer to persist some Ash Resources.
If you are already using Ash you may enjoy the simplicity of a schemaless DataLayer and the natural beauty of graphs.
If you find Ash Neo4j useful please visit and star on github. Feel free to join discussions and raise issues to discuss PRs.


  

    AshNeo4j.DataLayer

Ash DataLayer for Neo4j
neo4j
Examples
neo4j do
  label :Comment
  relate [{:post, :BELONGS_TO, :outgoing, :Post}]
end

Options
	Name	Type	Default	Docs
	label	atom		Optional node label
	relate	list({atom, atom, atom, atom})	[]	Optional list of relationships, as tuples of {relationship_name, edge_label, edge_direction, destination_label}
	guard	list({atom, atom, atom})	[]	Optional list of node relationships, as tuples of {edge_label, edge_direction, destination_label}
	skip	list(atom)	[]	Optional list of attributes not to be stored directly as node properties



  

    Change Log

All notable changes to this project will be documented in this file.
See Conventional Commits for commit guidelines.
v0.9.0 (2026-06-09)
Breaking Changes
	Minimum Neo4j / Bolt raised (#292, #293) — bumps to bolty 0.1.0, which speaks Bolt 5.6–6.0, so Neo4j 4.x (Bolt 4.x) is no longer supported. Flagged as breaking for completeness, but it should break no one in practice: Neo4j 4.x is end-of-life and not considered secure, so no realistic ash_neo4j deployment targets it.

Features
	Vector embeddings & similarity search (#74) — a new AshNeo4j.Types.Vector attribute type, stored as a Neo4j LIST<FLOAT>, with vector_similarity (cosine) and vector_cosine_distance Ash query functions, k-NN ordering pushed down to Cypher, and AshNeo4j.Vector index-lifecycle helpers. Vector predicates and ordering route to a Cypher-25-capable pool. Because the values persist as LIST<FLOAT> (the native VECTOR type can't be a node property), the feature is gated on Cypher 25.

	WGS-84-3D points (#270, Phase 1) — %Geo.PointZ{} (srid 4979) stores as a native 3D Neo4j POINT at <attr>.point, with point.distance pushdown in 3D and an in-memory haversine (mean-height-scaled arc + Δh) that matches Neo4j to ~0.1 m. A strict dimension policy stops 2D and 3D mixing silently — a mismatch raises AshNeo4j.Error.GeoDimensionMismatch, and AshNeo4j.Geo.force_2d/1 does an explicit downward projection. 3D areal/linear geometry (PolygonZ, …) raises AshNeo4j.Error.Unsupported3DGeometry, deferred to Phase 2.

	CYPHER 25 language selector (#292, #293) — on Neo4j ≥ 2025.06, AshNeo4j auto-prepends CYPHER 25 to generated queries, opting into the versioned Cypher 25 language; older servers stay on Cypher 5. The selector is derived from the server version and cached per pool, and is distinct from the Bolt protocol version.


Bug Fixes
	Spatial POINT index now effective at scale (#311) — two issues left geospatial queries unindexed despite a POINT index existing. A :point_z attribute built indexes on the .bbSW/.bbNE companions a %Geo.PointZ{} never writes (it now indexes the .point it stores), and the within_bbox / within_bbox_box containment form put the indexed properties in the box position, forcing a NodeByLabelScan. The containment predicates are reformulated into range scans on the indexed corners (NodeIndexSeekByRange). Benchmarked at N=10k: indexed st_dwithin ~6–7×; point-in-polygon containment is index-servable but caps near ~1.3× (single-corner seek).

	exists over an empty result is false, not nil (#301).

	CYPHER 25 selector emitted once (#299) — inside a CALL {…} combination block the selector was prepended per branch and again on the outer query; it is now emitted only once, on the outer query.

	Root-node aggregates (#291) — an aggregate with no relationship path now aggregates over the root node, not an unbound relationship variable.

	Domain-fragment label resolution (#295) — uses Code.ensure_compiled/1 so a domain-fragment label resolves under any compilation order.

	Test-suite stability (#304) — caps ExUnit max_cases to the Bolt pool size, removing intermittent DBConnection :queue_timeout failures under parallel tests (test-only; no runtime effect).


v0.8.1 (2026-05-31)
Bug Fixes:
	drop stale geo companions when a geo value changes shape (#287) by Matt Beanland

	scope node-read pagination to nodes, not edge rows (#285) by Matt Beanland

	clear geo companions when a geo attribute is cleared to nil (#283) by Matt Beanland


v0.8.0 (2026-05-28)
Breaking Changes
	Spatial storage rearchitecture (#274) — the spatial surface introduced in 0.7.0 is replaced. The AshNeo4j.Type.Point and AshNeo4j.Type.Box modules are removed; spatial attributes now use ash_geo types and carry %Geo.*{} structs. Bolty.Types.Point no longer appears at the Ash boundary (it was a driver-layer type leaking through). Migration:
	attribute :loc, AshNeo4j.Type.Point → attribute :loc, AshGeo.GeoJson, constraints: [geo_types: [:point], force_srid: 4326]
	attribute :b, AshNeo4j.Type.Box → attribute :b, AshGeo.GeoJson, constraints: [geo_types: [:polygon], force_srid: 4326] (Box was always proto-Polygon; axis-aligned validation is now an application-layer concern)
	values: Bolty.Types.Point.create(:wgs_84, lng, lat) → %Geo.Point{coordinates: {lng, lat}, srid: 4326}; %AshNeo4j.Type.Box{sw, ne} → %Geo.Polygon{coordinates: [ring], srid: 4326}
	on-disk shape changed: Point's native Point moves from <attr> to <attr>.point and gains a <attr>.json canonical; Box's 4-Point array becomes <attr>.json + <attr>.bbSW/<attr>.bbNE. Existing 0.7.0 spatial nodes need re-creation or a one-shot migration cypher (AshNeo4j ships no migrations by design).

Adds ash_geo ~> 0.3 as a runtime dependency (clean — jason/geo/ash; the PostGIS-flavoured deps are test-only in ash_geo).


Features
	Full GeoJSON geometry surface (#274) — AshGeo.GeoJson / AshGeo.GeoAny attributes support all RFC 7946 geometry types: Point, LineString, Polygon, MultiPoint, MultiLineString, MultiPolygon. The data layer detects geometry values (classification :geo in TypeClassifier) and stores them as a canonical RFC 7946 GeoJSON STRING at <attr>.json plus indexable scalar Point companions — native <attr>.point for Point (preserving point.distance/point.withinBBox pushdown), <attr>.bbSW/<attr>.bbNE bounding-box corners for everything else. On-disk GeoJSON is strict RFC 7946 (no crs member, bbox member included) so any GIS tool can ingest it directly.

	Recursive geo-promotion (#274) — a geometry nested inside another attribute (an Ash.TypedStruct field, embedded resource, map) has its indexable companion promoted to a node-level property at the dotted path (<attr>.<field>.point etc.), even though the parent value stores as a single JSON blob. A location buried inside a characteristic is indexable via point.distance(n.characteristic.location.point, …). The data layer walks the value tree on write (geo_walk/2) and round-trips the nested geometry on read.

	st_closest_point (#274) — new Ash.Query.Function returning the nearest vertex (%Geo.Point{}) from a LineString or MultiPoint to a target point. In-memory.

	AshNeo4j.Spatial index helpers (#275) — create_index/3 / drop_index/2 build and run the POINT index Cypher backing spatial pushdown from a resource module + attribute name, resolving the Neo4j label, the attribute→property translation, and the companion suffix convention (.point for a Point; both .bbSW/.bbNE for any other geometry, in one call). Nested geometries take a [attribute, field…] path (create_index(Place, [:pet, :home])) and resolve the dotted property by walking the Ash.TypedStruct fields. create_index/3 is idempotent (CREATE … IF NOT EXISTS), takes recreate: true (DROP + CREATE) for storage-shape changes, and name: to override the derived index name. index_statements/3 returns the exact Cypher without touching the database, for review or a dry run. Consistent with the "no migrations, index lifecycle is the operator's concern" stance (#45) — an ergonomic tool you call, not automatic behaviour.

	AshNeo4j.worlds/1 — N-world projection (#273, exploratory) — a Neo4j node carries labels for every (Domain, Resource) world it participates in, but an Ash read returns only the queried world's struct. worlds/1 projects a read record's labels (already on __metadata__.labels) back to the loadable resource modules — [{domain, resource}, …] ordered outermost-first — so a consumer can recover the outer type(s) of a polymorphic node for cross-domain late binding (diffo#172) without dropping to Cypher. An outer world contains the inner worlds and adds detail, so it carries more labels (more labels = more nuanced = more outer). Resolution is dynamic against loaded modules (no registry): a candidate is a loaded AshNeo4j.DataLayer resource whose own labels are a subset of the node's, the outermost (most-nuanced) is kept per domain, and the loaded-resource index is cached in :persistent_term. Labels that don't resolve to a loaded module are left unknown — omitted, never coerced. Returns [] for a non-AshNeo4j record. Pre-1.0 and may change — shipped to learn its shape from real downstream use.


Improvements
	In-memory distance matches Neo4j's point.distance (#274) — st_distance / st_dwithin push down to Neo4j's native point.distance inside comparison filters but evaluate in Elixir elsewhere (order_by, calculate, LineString/MultiPoint). Both now use the same model — a spherical haversine on the WGS-84 equatorial radius (6 378 137 m), the radius Neo4j uses, not the mean Earth radius (6 371 000 m) — so the two paths agree to within ~1 m over 700 km rather than diverging by ~0.11 % (≈800 m). Single source of truth AshNeo4j.Geo.haversine_meters/2, shared by st_distance and st_closest_point; a sandbox test asserts the paths stay in step.

	st_* expression functions extended (#274) — st_distance / st_dwithin / st_intersects / st_contains / st_within now operate on %Geo.*{} argument shapes across the full geometry surface. Pushdown gating reads the attribute's geo_types constraint rather than the (now-removed) type-module identity.

	Exact, hole-aware polygon predicates (#267) — st_contains and st_intersects refine via topo on the actual %Geo.*{} rings, replacing the bbox approximation. A point in the bounding box but outside the ring is correctly excluded; a point in an interior ring (hole) is not contained; a LineString that crosses a Polygon without a vertex inside it correctly intersects. Inside Ash.Query.filter, st_contains keeps the indexed point.withinBBox bbox prefilter in Cypher and runs the exact topo test in-memory over the candidates (a true match always lies within the bbox, so the prefilter never drops one). Adds topo ~> 1.0 runtime dep.

	Exact geometry-to-Point distance (#279) — st_distance (and st_dwithin, which delegates to it) now measures any geometry to a Point exactly: LineString/MultiLineString use the true closest-point-on-segment instead of closest-vertex (the old approximation could overstate a mid-edge proximity by tens of kilometres — e.g. 78.7 km reported where the perpendicular distance is 55.7 km), and Polygon/MultiPolygon return 0 when the point is inside (hole-aware via topo) or the nearest-boundary distance otherwise. st_closest_point likewise returns the closest point on the nearest segment of a LineString (an interior edge point, not just a vertex). New AshNeo4j.Geo.point_segment_meters/3 / closest_point_on_segment/3 / min_segment_meters/2 primitives (local equirectangular projection to find the closest point, haversine for the distance). Distance between two non-Point geometries is still deferred. Also confirms MultiLineString — the sixth RFC 7946 geometry — round-trips through storage and works across the predicates, and extends st_contains to accept LineString / MultiLineString containees.

	AshNeo4j.GeoJson (#274) — RFC 7946 encoder/decoder wrapping geo; strips the obsolete crs member (which geo emits when srid is set — see felt/geo#250), injects the bbox member, key-sorts via AshNeo4j.Util.json_encode. Util.to_json_safe/json_decode gained symmetric Geo handling so geometries survive nesting inside JSON-stored types. Local workarounds for ash_geo#13 (bare-atom geo_types formatter crash) and ash_geo#14 (cast_stored map handling) are in place pending those upstream fixes.


v0.7.0 (2026-05-25)
Features
	Spatial types and st_* expressions (#45) — first-class WGS-84 2D spatial support. New attribute types AshNeo4j.Type.Point (native Neo4j Point) and AshNeo4j.Type.Box (axis-aligned bounding box, 4-vertex straight-sided polygon on disk). Six Ash.Query.Function modules matching ash_geo / PostGIS signatures: st_contains (box-point, box-box), st_within, st_intersects, st_distance (point-point, with comparison pushdown), st_distance_in_meters (alias), st_dwithin (point-point). Predicates push down to native Cypher (point.distance, point.withinBBox) wherever possible; in-memory evaluate/1 is the correctness fallback. Box's on-disk storage uses a 4-Point vertex array plus 4 scalar bbox-corner companion properties (<prop>.bbSW/.bbSE/.bbNE/.bbNW) written by a generic companions/1 callback on the Type module — the same shape future Polygon support (#267) will use, so no data migration when Polygon lands. The bbox companions are scalar Point properties specifically to be indexable via Neo4j's POINT index — storage is indexable, not yet indexed (operators run CREATE POINT INDEX themselves; lifecycle management is future work). Documentation in usage-rules/spatial.md. Requires bolty >= 0.0.13 for native Point property serialisation (bolty#32).

	Combination queries (#10) — support for all five Ash.Query.Combination types (:base, :union, :union_all, :intersect, :except). Combinations of only :union or only :union_all push down to a single Cypher CALL { … UNION/UNION ALL … } WITH s OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d block, with per-branch parameter prefixing to avoid name collisions. Combinations involving :intersect, :except, or mixed union types take an in-memory orchestration path — each branch runs returning just node ids (id(s) AS sid), the set operation is computed in Elixir over MapSets, then a final MATCH WHERE id(s) IN $ids fetches the keep-set with the standard OPTIONAL MATCH enrichment. Cypher has no native INTERSECT/EXCEPT; the in-memory implementation is the honest answer. Documentation in usage-rules/combination-queries.md. New AshNeo4j.Cypher.Query builders: branch_node_read/3, branch_node_read_ids/3, combination_block/2, node_read_by_ids/2; new param_prefix: opt on node_read_filtered/3 and build_conditions/3. New AshNeo4j.Cypher.Call clause type.


v0.6.0 (2026-05-19)
Breaking Changes
	Introspection API renamed (#105) — AshNeo4j.DataLayer.Info and AshNeo4j.DataLayer.Domain.Info are now generated by Spark.InfoGenerator. AshNeo4j now declares a direct spark >= 2.7.0 dependency to guarantee availability. All functions follow the InfoGenerator convention: neo4j_label/1 returns {:ok, value} | :error; neo4j_label!/1 returns the value or raises; list options (relate, guard, skip) always return the list via the ! variant. Previous hand-rolled helpers (label/1, relate/1, guard/1, skip/1) are removed.


Features
	Domain fragment label (#261) — domains can declare a cross-domain graph label via AshNeo4j.DataLayer.Domain (use Ash.Domain, extensions: [AshNeo4j.DataLayer.Domain] with neo4j do label :MyLabel end). The fragment label is written as an additional Neo4j node label on CREATE, enabling polymorphic graph traversals across domains. Exposed via ResourceInfo.domain_fragment_label/1 and included in ResourceInfo.all_labels/1 and ResourceInfo.mapping/1.

Bug Fixes
	belongs_to FK always nil after read (#258) — belongs_to source attributes (e.g. specification_id) were correctly populated on create but lost on any subsequent read. The enrichment step now correctly extracts the FK from the destination node returned by the OPTIONAL MATCH traversal when the source resource uses a fragment-inherited relationship whose destination lives in a different domain.

	Domain fragment label dropped on Ash 3.25+ — ResourceInfo.all_labels/1 was returning the compile-time persisted label list, which is baked before the domain extension compiles under Ash 3.25's updated compilation order, causing the domain fragment label to be silently omitted. all_labels/1 now always computes dynamically from the individual label accessors, consistent with how mapping/1 already worked.


Improvements
	Scalar filter pushdown for aggregates (#253) — filtered aggregates whose filter consists entirely of scalar == equality predicates on non-embedded destination attributes now push a WHERE d.prop = $val clause directly into Cypher, avoiding full destination record loading in Elixir. Complex filters (OR, embedded fields, non-equality operators) continue to use the Elixir-side path introduced in #252.

v0.5.1 (2026-05-10)
Improvements
	Documentation (#249) — ex_doc configuration overhauled: extras reorganised with titled entries, module groups defined for AshNeo4j, Introspection, Cypher, Utilities and Internals, Livebook added to How To, CHANGELOG included in About AshNeo4j, maintainer contact updated.

Bug Fixes
	Aggregate filters honoured (#252) — filters declared via filter expr(...) on aggregate definitions were silently dropped. Filtered aggregates now load full destination records in Elixir and apply Ash.Filter.Runtime.filter_matches/3 per source group before reducing. The fast Cypher push-down path is preserved for unfiltered aggregates.

	Aggregate names with ? suffix (#251) — aggregate names following the Elixir predicate convention (e.g. exists :cvc_defined?, :characteristics) caused Neo4j to reject the generated Cypher with an invalid identifier error. Column aliases are now backtick-quoted, allowing any valid Elixir atom as an aggregate name.


v0.5.0 (2026-05-08)
Features
	Aggregates — full support for :count, :exists, :sum, :avg, :min, :max, :first, :list aggregate kinds, declared in the standard Ash aggregates block. Aggregates are executed as Cypher OPTIONAL MATCH traversals; single-hop and multi-hop relationship paths are both supported.
	Aggregates on embedded/JSON-type fields — when field: points to an attribute stored as JSON (Ash.TypedStruct, Ash.Type.NewType, embedded resources, Ash.Type.Map, etc.) AshNeo4j collects raw JSON from Neo4j and deserializes in Elixir. :list and :first return fully-typed structs; :sum/:avg/:min/:max work on directly comparable values.
	Expression aggregates (expr:) — programmatic aggregate API (Ash.aggregate/3) accepts expr: to aggregate over a sub-field of an embedded struct or any Ash expression, without needing to elevate the field. Fetches full destination records and evaluates expressions in Elixir.
	Expression calculations — calculate :name, :type, expr(...) declarations are now evaluated in Elixir after records are loaded. Supports load (Ash.load!), filter (Ash.Query.filter), and sort (Ash.Query.sort). Embedded struct fields work directly via get_path — no elevation needed.

Improvements
	Cypher query struct family extended; Neo4jHelper refactored to use it
	Calculation-based filter predicates are excluded from Cypher WHERE and evaluated in-memory via Ash.Filter.Runtime
	Calculation-based sort terms are applied in Elixir after records are loaded

v0.4.1 (2026-05-06)
What's Changed
	fix in_transaction? by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/226
	fixed sandbox and non-sandbox paths by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/227
	fix unhandled throws by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/228

v0.4.0 (2026-05-01)
Features:
	real Neo4j transactions via Bolty.transaction — can?(_, :transact) now advertised, rollback genuinely aborts the database transaction
	AshNeo4j.Sandbox — test isolation adapter analogous to Ecto.Adapters.SQL.Sandbox, enabling safe parallel test execution with async: true

Improvements:
	silenced spurious runtime Logger.warning calls that fired on normal OPTIONAL MATCH traversal
	full test suite parallelised with async: true

v0.3.1 (2026-04-23)
This release changes the storage type for Ash.Type.DateTime, Ash.Type.UtcDateTime and Ash.Type.UtcDateTimeUsec
What's Changed
	use native neo4j 5.x datetime by @matt-beanland

v0.3.0 (2026-04-18)
This release changes the storage type for most types. Ash.Type dump_to_native/cast_stored are used where possible.T
String.Chars is no longer required and JSON blobs/Base64 are employed. Native Neo4j types are used except for datetime, instead we use ISO8601 strings to work around Neo4j 5.x incompatibility. There is no data migration supported.
What's Changed
	196 remove need for structs to implement stringchars by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/197
	reduced advertised capability, fixed calculations by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/198
	refactored transformers as persisters, split DataLayer and Resource Info by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/201
	updated deps and reinstated keyword tests by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/204
	fixed persister and improved verifier to verify all labels by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/205
	added encoding test and fixed json_encode for map by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/207
	added defensive casting, returning error tuple by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/209
	expression calculations in memory by @matt-beanland in https://github.com/diffo-dev/ash_neo4j/pull/210

v0.2.15 (2026-03-19)
Fixes
	fix domain label incorrect

v0.2.14 (2026-03-19)
Fixes
	fix relationship enrichment inconsistent across neo4j versions

v0.2.13 (2026-03-12)
Features
	translate using attribute source (translate DSL removed)
	nodes are also labelled with domain label

Fixes
	fixed dates and times not native

Maintenance
	uses bolty at https://github.com/diffo-dev/bolty, a reluctant fork of boltx
	updated deps and tool versions
	improved info documenation

v0.2.12 (2025-11-18)
Features
	173 relationship source attribute filtering by @matt-beanland in #174

Maintenance
	added deep wiki badge by @matt-beanland in #171

v0.2.11 (2025-10-13)
Features
	REUSE compliant

Fixes
	updated ash dependency for CVE-2025-48043 fix

v0.2.10 (2025-09-09)
Maintenance
	fixed update on_lookup relate on has_many exclusivity

v0.2.9 (2025-08-16)
Maintenance
	fixed Ash.Error.Unknown when reading structs embedded in structs

v0.2.8 (2025-08-14)
Features
	relate destination node label
	independent relationships
	simplified dsl

Maintenance
	fixed unexpected empty query result
	fixed has_many enrichment incorrect cypher
	fixed create with multiple relationships doesn't relate nodes

v0.2.7 (2025-08-03)
Features
	relates node cypher avoids cartesian product warning

Maintenance
	fixed Ash.Error.Unknown no result to unrelate nodes
	fixed create or update belongs_to on same resoruce adds rather than replaces
	fixed Ash.Error.Unknown no case clause matching on update
	fixed guard edge label regex
	fixed sorting not working
	fixed nested calculations with references are nil

v0.2.6 (2025-07-25)
Maintenance
	fixed nested calculations with references are nil
	fixed cypher error when filtering on atom type
	fixed Ash.Error.Unknown when a delete is guarded
	fixed Ash.Error.Unknown invalid filter statement provided

v0.2.5 (2025-07-21)
Features:
	guard against destroy
	improved has_one and belongs_to enrichment
	improved logging

Maintenance
	fixed destroy should fail when destination has allow_nil?: false

v0.2.4 (2025-07-16)
Features:
	support AshStateMachine
	improved enrichment
	query on relationship attribute
	create with multiple relationships

Maintenance
	fixed Ash.Error.Unknown no function matching clause in AshNeo4j.Cypher.expression/4

v0.2.3 (2025-07-10)
Features:
	expression calculations
	unloaded attributes are Ash.NotLoaded
	improved metadata
	improved relate error messages
	improved relate verification

v0.2.2 (2025-06-26)
Maintenance:
	refactored tests
	fixed Ash.Error.Unknown when filtering using contains
	fixed Ash.Error.Unknown in datalayer when relate not defined

v0.2.1 (2025-06-17)
Features:
	many to many relationship (back to back has_many)
	has one relationship

v0.2.0 (2025-06-05)
Features:
	improved BoltxHelper
	create relate
	livebook

v0.1.6 (2025-06-02)
Features:
	embedded resources
	nil attributes
	nil relationship attributes

v0.1.5 (2025-05-31)
Features:
	logger
	upsert nodes
	optional label

v0.1.4 (2025-05-28)
Features:
	spark improvements

v0.1.3 (2025-05-24)
Features:
	sort, offset, limit

v0.1.2 (2025-05-23)
Features:
	property types, duration, relate, destroy

v0.1.1 (2025-05-05)
Features:
	create

Bug Fixes:
	read arbitrary resource

v0.1.0 (2025-04-30)
Features:
	initial version, read only



  

    
AshNeo4j 
    



      
Top-level helpers for the AshNeo4j data layer.
N-world projection (worlds/1)
Exploratory (#273)
worlds/1 is a pre-1.0 exploration to unblock cross-domain late
binding in downstream consumers (diffo#172).
Its shape may change before 1.0 — feedback from real use is the point.

      


      
        Summary


  
    Types
  


    
      
        world()

      


        A (domain, resource) world the node participates in.



    





  
    Functions
  


    
      
        worlds(record)

      


        The (domain, resource) worlds a node participates in, outermost-first.



    





      


      
        Types


        


  
    
      
    
    
      world()



        
          
        

    

  


  

      

          @type world() :: {domain :: module(), resource :: module()}


      


A (domain, resource) world the node participates in.

  


        

      

      
        Functions


        


  
    
      
    
    
      worlds(record)



        
          
        

    

  


  

      

          @spec worlds(Ash.Resource.record()) :: [world()]


      


The (domain, resource) worlds a node participates in, outermost-first.
An Ash read returns a struct of the queried resource type — the "base
world." But a Neo4j node carries labels for every (Domain, Resource)
world it participates in (the data layer records them on the read
struct's __metadata__.labels). A polymorphic node typically belongs to
several. An outer world contains the inner worlds and introduces new
aspects, so it carries more labels — the more labels, the more nuanced
(more outer) the world. worlds/1 projects the node's labels back to the
loadable resource modules, outermost-first, so a consumer can recover
the outer type(s) without reaching into AshNeo4j internals or dropping to
Cypher.
record = Ash.get!(SomeBaseInstance, id)
AshNeo4j.worlds(record)
#=> [{MyApp, MyApp.ConcreteInstance}, {Diffo.Provider, Diffo.Provider.Instance}]

# Consumers typically want the outermost (most-nuanced) world:
{domain, resource} = hd(AshNeo4j.worlds(record))
Resolution
Resolution is dynamic against whatever modules are loaded — no
registry. A candidate is a loaded resource using AshNeo4j.DataLayer
whose own labels (AshNeo4j.Resource.Info.all_labels/1) are a subset of
the node's labels. Candidates are grouped by domain; the outermost —
the most-nuanced world, the one carrying the most labels — is kept per
domain, and the result is sorted outermost-first across domains. Outer
worlds carve known structure out of the node; what can't be resolved to a
loaded module is left unknown — omitted, never coerced into a known
world. The metadata describes the node, not the caller.
Returns [] for a record without AshNeo4j read metadata (e.g. one not
produced by this data layer).
Cost
Lazy and uncached. Nothing on the read path calls this — it runs only
when you call worlds/1, and each call scans the loaded modules for
AshNeo4j resources and subset-checks their labels. Not a hot path by
construction; if real use shows otherwise, a supervised ETS index is the
follow-up.

  


        

      


  

    
AshNeo4j.DataLayer 
    



      
Ash DataLayer for Neo4j

      


      
        Summary


  
    Functions
  


    
      
        cast_attribute(resource, name, value)

      


    


    
      
        neo4j(body)

      


    





      


      
        Functions


        


  
    
      
    
    
      cast_attribute(resource, name, value)



        
          
        

    

  


  


  



  
    
      
    
    
      neo4j(body)


        (macro)


        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Sandbox 
    



      
Test sandbox for AshNeo4j, analogous to Ecto.Adapters.SQL.Sandbox.
Each test that calls checkout/0 gets a dedicated Neo4j connection with an
open transaction. Every Cypher query executed by that test process runs
inside that transaction. When the test process exits the transaction is
rolled back automatically, so no data persists between tests and safe
parallel execution (async: true) is possible.
Usage
Replace the Neo4jHelper.delete_all() pattern with a sandbox checkout:
setup do
  AshNeo4j.Sandbox.checkout()
  on_exit(&AshNeo4j.Sandbox.rollback/0)
end
The on_exit call is optional. ExUnit's on_exit callbacks run in a separate
process after the test process has already exited, so by the time
rollback/0 is called the transaction has already been rolled back via the
holder's exit-signal trap. Including on_exit(&AshNeo4j.Sandbox.rollback/0)
is harmless (it becomes a no-op) and is recommended for clarity.
How it works
checkout/0 spawns a holder process linked to the test process. The holder
opens a Bolty.transaction/3 and waits for query messages. All
Cypher.run/2 calls from the test process are forwarded to the holder and
executed on the single sandboxed connection, keeping every write inside the
uncommitted transaction.
When the test process exits (pass, fail, or crash) the link delivers an exit
signal to the holder. Because the holder traps exits, the signal becomes a
message that triggers Bolty.rollback/2, cleanly rolling back the
transaction and returning the connection to the pool.
Parallel tests
Because each test's writes are confined to an isolated transaction that is
never committed, concurrent tests cannot interfere with each other:
use ExUnit.Case, async: true

setup do
  AshNeo4j.Sandbox.checkout()
  on_exit(&AshNeo4j.Sandbox.rollback/0)
end

      


      
        Summary


  
    Functions
  


    
      
        checkout()

      


        Checks out a sandbox connection and begins a Neo4j transaction.



    


    
      
        rollback()

      


        Rolls back the sandbox transaction for the current process.



    





      


      
        Functions


        


  
    
      
    
    
      checkout()



        
          
        

    

  


  

      

          @spec checkout() :: :ok


      


Checks out a sandbox connection and begins a Neo4j transaction.
All Cypher queries from the calling process are routed to this connection and
executed within the open transaction. The transaction is rolled back
automatically when the calling process exits.
Raises if called more than once without an intervening rollback/0.

  



  
    
      
    
    
      rollback()



        
          
        

    

  


  

      

          @spec rollback() :: :ok


      


Rolls back the sandbox transaction for the current process.
When called from the same process as checkout/0 this signals the holder to
roll back immediately and blocks until the rollback completes.
When called from an on_exit callback (which runs in a different process
after the test process has already exited) this is a safe no-op — the
transaction has already been rolled back via the holder's exit-signal trap.

  


        

      


  

    
AshNeo4j.DataLayer.Info 
    



      
Introspection helpers for AshNeo4j.DataLayer

      


      
        Summary


  
    Functions
  


    
      
        neo4j_guard(dsl_or_extended)

      


        Optional list of node relationships, as tuples of {edge_label, edge_direction, destination_label}



    


    
      
        neo4j_guard!(dsl_or_extended)

      


        Optional list of node relationships, as tuples of {edge_label, edge_direction, destination_label}



    


    
      
        neo4j_label(dsl_or_extended)

      


        Optional node label



    


    
      
        neo4j_label!(dsl_or_extended)

      


        Optional node label



    


    
      
        neo4j_options(dsl_or_extended)

      


        neo4j DSL options



    


    
      
        neo4j_relate(dsl_or_extended)

      


        Optional list of relationships, as tuples of {relationship_name, edge_label, edge_direction, destination_label}



    


    
      
        neo4j_relate!(dsl_or_extended)

      


        Optional list of relationships, as tuples of {relationship_name, edge_label, edge_direction, destination_label}



    


    
      
        neo4j_skip(dsl_or_extended)

      


        Optional list of attributes not to be stored directly as node properties



    


    
      
        neo4j_skip!(dsl_or_extended)

      


        Optional list of attributes not to be stored directly as node properties



    





      


      
        Functions


        


  
    
      
    
    
      neo4j_guard(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_guard(dsl_or_extended :: module() | map()) ::
  {:ok, [{atom(), atom(), atom()}]} | :error


      


Optional list of node relationships, as tuples of {edge_label, edge_direction, destination_label}

  



  
    
      
    
    
      neo4j_guard!(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_guard!(dsl_or_extended :: module() | map()) ::
  [{atom(), atom(), atom()}] | no_return()


      


Optional list of node relationships, as tuples of {edge_label, edge_direction, destination_label}

  



  
    
      
    
    
      neo4j_label(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_label(dsl_or_extended :: module() | map()) :: {:ok, atom()} | :error


      


Optional node label

  



  
    
      
    
    
      neo4j_label!(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_label!(dsl_or_extended :: module() | map()) :: atom() | no_return()


      


Optional node label

  



  
    
      
    
    
      neo4j_options(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_options(dsl_or_extended :: module() | map()) :: %{
  required(atom()) => any()
}


      


neo4j DSL options
Returns a map containing the and any configured or default values.

  



  
    
      
    
    
      neo4j_relate(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_relate(dsl_or_extended :: module() | map()) ::
  {:ok, [{atom(), atom(), atom(), atom()}]} | :error


      


Optional list of relationships, as tuples of {relationship_name, edge_label, edge_direction, destination_label}

  



  
    
      
    
    
      neo4j_relate!(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_relate!(dsl_or_extended :: module() | map()) ::
  [{atom(), atom(), atom(), atom()}] | no_return()


      


Optional list of relationships, as tuples of {relationship_name, edge_label, edge_direction, destination_label}

  



  
    
      
    
    
      neo4j_skip(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_skip(dsl_or_extended :: module() | map()) :: {:ok, [atom()]} | :error


      


Optional list of attributes not to be stored directly as node properties

  



  
    
      
    
    
      neo4j_skip!(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_skip!(dsl_or_extended :: module() | map()) :: [atom()] | no_return()


      


Optional list of attributes not to be stored directly as node properties

  


        

      


  

    
AshNeo4j.EdgeDescriptor 
    



      
Describes a single graph edge from a resource's perspective.
An EdgeDescriptor captures the graph-level facts about one entry in a resource's relate
DSL block: the edge label, the direction it travels from the source node, and the label of the
node at the other end. It does not reference a destination Ash resource module — that would
require the destination to be compiled, and edges can point to nodes whose resource hasn't been
written yet.
Fields
	:relationship — the Ash relationship name declared on the source resource (e.g. :shelves).
nil when the descriptor is built from raw edge data rather than a relate tuple.
	:label — the Neo4j edge type label (e.g. :HAS_SHELF).
	:direction — :outgoing if the edge goes from the source node, :incoming if it arrives
at the source node.
	:destination_label — the Neo4j node label matched at the far end (e.g. :Shelf).

Build a list of these from a resource via AshNeo4j.Resource.Info.mapping/1, which returns a
%AshNeo4j.ResourceMapping{} whose :edges field holds [EdgeDescriptor.t()].

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        from_relate(arg)

      


        Build an EdgeDescriptor from a relate tuple {name, label, direction, dest_label}



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.EdgeDescriptor{
  destination_label: atom(),
  direction: :incoming | :outgoing,
  label: atom(),
  relationship: atom() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      from_relate(arg)



        
          
        

    

  


  

Build an EdgeDescriptor from a relate tuple {name, label, direction, dest_label}

  


        

      


  

    
AshNeo4j.Resource.Info 
    



      
Resource information for AshNeo4j.DataLayer

      


      
        Summary


  
    Functions
  


    
      
        all_labels(resource)

      


        Returns the full list of labels written to the node on CREATE. Always starts with the domain
label, followed by the module label, then any additional base type label from a resource
fragment, then the domain fragment label if the domain uses AshNeo4j.DataLayer.Domain.
For example, DiffoExample.Access.Shelf (using BaseInstance and a Telco domain fragment)
returns [:Access, :Shelf, :Instance, :Telco].



    


    
      
        attribute_type(resource, ash_query_ref)

      


        Returns the Ash.Type of the attribute from the name



    


    
      
        convert_to_properties(resource, attributes)

      


        Converts attributes to node properties



    


    
      
        convert_to_property_name(resource, ash_query_ref)

      


        Converts an attribute name to a node property name string, translating if necessary



    


    
      
        destination_exclusive?(resource, name)

      


        Returns whether the relationship is exclusive on the destination resource, given a source resource and source relationship name



    


    
      
        domain_fragment_label(resource)

      


        The label contributed by a domain fragment using AshNeo4j.DataLayer.Domain.
Written on CREATE as an additional label for graph traversal. nil when the domain
declares no fragment label.



    


    
      
        domain_label(resource)

      


        The domain label is the PascalCase short name of the domain's Elixir Module name. It is used only on create.



    


    
      
        label(resource)

      


        The match label used for read, update, and destroy operations. This is the value of label in
the neo4j do block — which may come from a fragment (e.g. :Instance from BaseInstance).
Defaults to the PascalCase short name of the resource module.



    


    
      
        label_pair(resource)

      


        The two-label pair [domain_label, module_label] used in MATCH for all read, update,
delete, and aggregate operations. Always uniquely identifies this specific resource type.



    


    
      
        mapping(resource)

      


        Returns the complete graph mapping for a resource as a %AshNeo4j.ResourceMapping{} struct.
This is the single source of truth for how an Ash resource maps to the Neo4j graph.



    


    
      
        module_label(resource)

      


        The label derived from the resource module's own short name (e.g. :Shelf for
MyApp.Access.Shelf). Always set regardless of any fragment label override.
Use this when you need to identify the specific resource type rather than its base type.



    


    
      
        node_relationship(resource, name)

      


        Returns a node_relationship that matches the relationship name



    


    
      
        node_relationship(resource, edge_label, edge_direction, destination_label)

      


        Returns a node_relationship that matches the edge label, edge direction and destination label



    


    
      
        preserve_node_relationships(resource)

      


        Returns the list of node relationships which block resource deletion, given the source resource
The node relationships are tuples of {edge_label, edge_direction, destination_label}
These include explicit guard relationships.



    


    
      
        relate(resource)

      


        Returns the effective relate of the resource, merging DSL and defaults



    


    
      
        relationship(resource, source_attribute)

      


        Returns the relationship from the source attribute, if any



    


    
      
        relationship(resource, edge_label, edge_direction, destination_label)

      


        Returns a matching Ash.Resource.Info relationship given edge label, edge direction and destination node label



    


    
      
        relationship_attributes(resource)

      


        Returns the relationship attributes for the resource.



    


    
      
        reverse_node_relationship(resource, name)

      


        Returns the reverse node relationship given resource and relationship name



    


    
      
        reverse_relationship(resource, name)

      


        Returns the reverse relationship given resource and relationship name



    


    
      
        source_exclusive?(resource, name)

      


        Returns whether the relationship is exclusive on the source resource



    


    
      
        translations(resource)

      


        Returns the list of attribute translations for the resource.



    





      


      
        Functions


        


  
    
      
    
    
      all_labels(resource)



        
          
        

    

  


  

      

          @spec all_labels(Ash.Resource.t()) :: [atom()] | nil


      


Returns the full list of labels written to the node on CREATE. Always starts with the domain
label, followed by the module label, then any additional base type label from a resource
fragment, then the domain fragment label if the domain uses AshNeo4j.DataLayer.Domain.
For example, DiffoExample.Access.Shelf (using BaseInstance and a Telco domain fragment)
returns [:Access, :Shelf, :Instance, :Telco].

  



  
    
      
    
    
      attribute_type(resource, ash_query_ref)



        
          
        

    

  


  

      

          @spec attribute_type(Ash.Resource.t(), atom()) :: Ash.Type.t() | nil


          @spec attribute_type(Ash.Resource.t(), atom()) :: Ash.Type.t() | nil


      


Returns the Ash.Type of the attribute from the name

  



  
    
      
    
    
      convert_to_properties(resource, attributes)



        
          
        

    

  


  

      

          @spec convert_to_properties(Ash.Resource.t(), map()) :: map()


      


Converts attributes to node properties

  



  
    
      
    
    
      convert_to_property_name(resource, ash_query_ref)



        
          
        

    

  


  

      

          @spec convert_to_property_name(
  Ash.Resource.t(),
  struct()
) :: String.t() | nil


          @spec convert_to_property_name(Ash.Resource.t(), atom()) :: String.t() | nil


      


Converts an attribute name to a node property name string, translating if necessary

  



  
    
      
    
    
      destination_exclusive?(resource, name)



        
          
        

    

  


  

      

          @spec destination_exclusive?(Ash.Resource.t(), atom()) :: boolean()


      


Returns whether the relationship is exclusive on the destination resource, given a source resource and source relationship name

  



  
    
      
    
    
      domain_fragment_label(resource)



        
          
        

    

  


  

      

          @spec domain_fragment_label(Ash.Resource.t()) :: atom() | nil


      


The label contributed by a domain fragment using AshNeo4j.DataLayer.Domain.
Written on CREATE as an additional label for graph traversal. nil when the domain
declares no fragment label.

  



  
    
      
    
    
      domain_label(resource)



        
          
        

    

  


  

      

          @spec domain_label(Ash.Resource.t()) :: atom() | nil


      


The domain label is the PascalCase short name of the domain's Elixir Module name. It is used only on create.

  



  
    
      
    
    
      label(resource)



        
          
        

    

  


  

      

          @spec label(Ash.Resource.t()) :: atom() | nil


      


The match label used for read, update, and destroy operations. This is the value of label in
the neo4j do block — which may come from a fragment (e.g. :Instance from BaseInstance).
Defaults to the PascalCase short name of the resource module.

  



  
    
      
    
    
      label_pair(resource)



        
          
        

    

  


  

      

          @spec label_pair(Ash.Resource.t()) :: [atom()]


      


The two-label pair [domain_label, module_label] used in MATCH for all read, update,
delete, and aggregate operations. Always uniquely identifies this specific resource type.

  



  
    
      
    
    
      mapping(resource)



        
          
        

    

  


  

      

          @spec mapping(Ash.Resource.t()) :: AshNeo4j.ResourceMapping.t()


      


Returns the complete graph mapping for a resource as a %AshNeo4j.ResourceMapping{} struct.
This is the single source of truth for how an Ash resource maps to the Neo4j graph.

  



  
    
      
    
    
      module_label(resource)



        
          
        

    

  


  

      

          @spec module_label(Ash.Resource.t()) :: atom() | nil


      


The label derived from the resource module's own short name (e.g. :Shelf for
MyApp.Access.Shelf). Always set regardless of any fragment label override.
Use this when you need to identify the specific resource type rather than its base type.

  



  
    
      
    
    
      node_relationship(resource, name)



        
          
        

    

  


  

      

          @spec node_relationship(Ash.Resource.t(), atom() | String.t()) :: tuple() | nil


      


Returns a node_relationship that matches the relationship name

  



  
    
      
    
    
      node_relationship(resource, edge_label, edge_direction, destination_label)



        
          
        

    

  


  

      

          @spec node_relationship(Ash.Resource.t(), atom(), atom(), atom()) :: tuple() | nil


          @spec node_relationship(Ash.Resource.t(), atom(), atom(), [atom()]) :: tuple() | nil


      


Returns a node_relationship that matches the edge label, edge direction and destination label

  



  
    
      
    
    
      preserve_node_relationships(resource)



        
          
        

    

  


  

      

          @spec preserve_node_relationships(Ash.Resource.t()) :: [tuple()]


      


Returns the list of node relationships which block resource deletion, given the source resource
The node relationships are tuples of {edge_label, edge_direction, destination_label}
These include explicit guard relationships.

  



  
    
      
    
    
      relate(resource)



        
          
        

    

  


  

      

          @spec relate(Ash.Resource.t()) :: [tuple()] | nil


      


Returns the effective relate of the resource, merging DSL and defaults

  



  
    
      
    
    
      relationship(resource, source_attribute)



        
          
        

    

  


  

      

          @spec relationship(Ash.Resource.t(), atom() | String.t()) :: tuple() | nil


      


Returns the relationship from the source attribute, if any

  



  
    
      
    
    
      relationship(resource, edge_label, edge_direction, destination_label)



        
          
        

    

  


  

      

          @spec relationship(Ash.Resource.t(), atom(), atom(), atom()) :: struct() | nil


          @spec relationship(Ash.Resource.t(), atom(), atom(), [atom()]) :: struct() | nil


      


Returns a matching Ash.Resource.Info relationship given edge label, edge direction and destination node label

  



  
    
      
    
    
      relationship_attributes(resource)



        
          
        

    

  


  

      

          @spec relationship_attributes(Ash.Resource.t()) :: keyword() | nil


      


Returns the relationship attributes for the resource.

  



  
    
      
    
    
      reverse_node_relationship(resource, name)



        
          
        

    

  


  

      

          @spec reverse_node_relationship(Ash.Resource.t(), atom()) :: tuple() | nil


      


Returns the reverse node relationship given resource and relationship name

  



  
    
      
    
    
      reverse_relationship(resource, name)



        
          
        

    

  


  

      

          @spec reverse_relationship(Ash.Resource.t(), atom()) :: tuple() | nil


      


Returns the reverse relationship given resource and relationship name

  



  
    
      
    
    
      source_exclusive?(resource, name)



        
          
        

    

  


  

      

          @spec source_exclusive?(Ash.Resource.t(), atom()) :: boolean()


      


Returns whether the relationship is exclusive on the source resource

  



  
    
      
    
    
      translations(resource)



        
          
        

    

  


  

      

          @spec translations(Ash.Resource.t()) :: keyword() | nil


      


Returns the list of attribute translations for the resource.

  


        

      


  

    
AshNeo4j.ResourceMapping 
    



      
A compile-time description of how an Ash resource maps to the Neo4j graph.
ResourceMapping is the single source of truth for the graph shape of a resource. It is built
from persisted DSL state via AshNeo4j.Resource.Info.mapping/1 and collects every piece of
information the data layer needs without requiring scattered calls to individual Resource.Info
accessors.
Fields
	:module — the Ash resource module (e.g. DiffoExample.Access.Shelf).
	:domain_label — PascalCase short name of the domain module, written on CREATE
(e.g. :Access).
	:module_label — PascalCase short name of the resource module itself, always the resource's
own name regardless of any fragment override (e.g. :Shelf).
	:label — the label used in MATCH for reads, updates, and deletes; comes from the DSL
label option and may be a fragment base-type label (e.g. :Instance when Shelf extends
BaseInstance).
	:domain_fragment_label — optional label contributed by a domain fragment using
AshNeo4j.DataLayer.Domain (e.g. :Telco). nil when the domain declares none.
	:all_labels — full ordered list of labels written on CREATE: [domain_label, module_label, ...]
including any base-type label from a resource fragment and the domain fragment label if present
(e.g. [:Access, :Shelf, :Instance, :Telco]).
	:label_pair — the two-label pair [domain_label, module_label] used in MATCH for all
read, update, delete, and aggregate operations. Always uniquely identifies this resource.
	:properties — keyword list of {ash_attribute_name, neo4j_property_name} translations;
insertion order is preserved.
	:edges — list of AshNeo4j.EdgeDescriptor.t() structs, one per relate entry.
	:relationship_attributes — keyword list of {source_attribute, relationship_name} pairs for
attributes that hold foreign keys; used to create edges during CREATE.
	:guards — list of {edge_label, direction, destination_label} tuples that block deletion.
	:skip — list of relationship names excluded from automatic edge management.


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.ResourceMapping{
  all_labels: [atom()],
  domain_fragment_label: atom() | nil,
  domain_label: atom(),
  edges: [AshNeo4j.EdgeDescriptor.t()],
  guards: [tuple()],
  label: atom(),
  label_pair: [atom()],
  module: atom(),
  module_label: atom(),
  properties: keyword(String.t()),
  relationship_attributes: keyword(atom()),
  skip: [atom()]
}


      



  


        

      


  

    
AshNeo4j.Cypher 
    



      
AshNeo4j Cypher
Functions for converting Elixir data structures to Cypher query components and running Cypher queries against a Neo4j database.
Ideally has no specific knowledge of Ash

      


      
        Summary


  
    Functions
  


    
      
        expression(variable, left, operator, right, opts \\ [])

      


        Converts a node variable, label, predicates and operator to cypher expression



    


    
      
        node(variable, labels)

      


        Converts a node variable and labels to basic cypher node expression.



    


    
      
        parameterized_conditions(variable, properties \\ %{})

      


        Converts a node variable and optional property map to cypher WHERE conditions and variable prefixed parameters map.



    


    
      
        parameterized_node(variable, labels, properties \\ %{})

      


        Converts a node variable, labels and optional property map to cypher properties string and variable prefixed parameters map.



    


    
      
        parameterized_properties(variable, properties \\ %{})

      


        Converts a node variable and optional property map to cypher properties string and variable prefixed parameters map.



    


    
      
        quote_if_dotted(name)

      


        Backtick-quotes a property name if it contains a dot, so that Neo4j
parses it as a single property reference rather than a nested-property
access. e.g. "location.point" → "`location.point`".



    


    
      
        relationship(atom)

      


    


    
      
        relationship(variable, label, direction \\ nil)

      


        Converts a relationship variable, label and optional direction to cypher relationship.



    


    
      
        remove_properties(label, names)

      


        Converts a list of property names into a remove properties string.
The list is converted to a string in the format n.key1, n.key2.



    


    
      
        render(query, opts \\ [])

      


        Renders a %Cypher.Query{} to a {cypher_string, params} tuple.



    


    
      
        require_cypher25!()

      


        Raises AshNeo4j.Error.RequiresCypher25 when the connected server does not
support Cypher 25 (negotiated server version < 2025.06). Call at the top of
any function that emits Cypher 25-only syntax.



    


    
      
        run(query)

      


        Runs some cypher



    


    
      
        run(cypher, params \\ %{})

      


    


    
      
        run_expecting_deletions(query)

      


    


    
      
        run_expecting_deletions(cypher, params \\ %{})

      


    


    
      
        sanitize_param(name)

      


        Rewrites dots in a name as underscores so it is safe to use as a
Cypher parameter key. Neo4j parses $foo.bar as the parameter $foo
followed by a .bar property access, so the dot has to go.



    


    
      
        vector_scalar(atom, variable, prop, vec_ref)

      


        Bare scalar Cypher for a vector function, e.g. for use in ORDER BY.



    





      


      
        Functions


        


    

  
    
      
    
    
      expression(variable, left, operator, right, opts \\ [])



        
          
        

    

  


  

Converts a node variable, label, predicates and operator to cypher expression
Examples
iex> AshNeo4j.Cypher.expression(:s, "name", "IN", "[$s_name_0]")
"s.name IN [$s_name_0]"
iex> AshNeo4j.Cypher.expression(:s, "name", "is_nil", true)
"s.name IS NULL"
iex> AshNeo4j.Cypher.expression(:s, "name", "is_nil", false)
"s.name IS NOT NULL"
iex> AshNeo4j.Cypher.expression(:s, "name", "contains", "$s_name_0")
"s.name CONTAINS $s_name_0"
iex> AshNeo4j.Cypher.expression(:s, "name", "contains", "$s_name_0", case_insensitive?: true)
"toLower(s.name) CONTAINS toLower($s_name_0)"
iex> AshNeo4j.Cypher.expression(:s, "name", "=", "$s_name_0", case_insensitive?: true)
"toLower(s.name) = toLower($s_name_0)"
iex> AshNeo4j.Cypher.expression(:n, "bounds", "within_bbox", "$test_point")
"point.withinBBox(n.`bounds.bbSW`, point({longitude: -180, latitude: -90}), $test_point) AND point.withinBBox(n.`bounds.bbNE`, $test_point, point({longitude: 180, latitude: 90}))"
iex> AshNeo4j.Cypher.expression(:n, "bounds", "within_bbox_box", {"$inner_sw", "$inner_ne"})
"point.withinBBox(n.`bounds.bbSW`, point({longitude: -180, latitude: -90}), $inner_sw) AND point.withinBBox(n.`bounds.bbNE`, $inner_ne, point({longitude: 180, latitude: 90}))"
iex> AshNeo4j.Cypher.expression(:n, "location", "st_distance", {"<", "$test_point", "$threshold"})
"point.distance(n.location, $test_point) < $threshold"
iex> AshNeo4j.Cypher.expression(:n, "location", "dwithin", {"$test_point", "$threshold"})
"point.distance(n.location, $test_point) <= $threshold"
iex> AshNeo4j.Cypher.expression(:s, "embedding", "vector_similarity", {">", "$s_embedding_0_vec", "$s_embedding_0_t"})
"vector.similarity.cosine(s.embedding, $s_embedding_0_vec) > $s_embedding_0_t"
iex> AshNeo4j.Cypher.expression(:s, "embedding", "vector_cosine_distance", {"<", "$s_embedding_0_vec", "$s_embedding_0_t"})
"(2.0 * (1.0 - vector.similarity.cosine(s.embedding, $s_embedding_0_vec))) < $s_embedding_0_t"

  



  
    
      
    
    
      node(variable, labels)



        
          
        

    

  


  

Converts a node variable and labels to basic cypher node expression.
Examples
iex> AshNeo4j.Cypher.node(:s, [:Actor])
"(s:Actor)"

  



    

  
    
      
    
    
      parameterized_conditions(variable, properties \\ %{})



        
          
        

    

  


  

Converts a node variable and optional property map to cypher WHERE conditions and variable prefixed parameters map.
Examples
iex> AshNeo4j.Cypher.parameterized_conditions(:n, %{name: "Bill Nighy"})
{"n.name = $n_name", %{"n_name" => "Bill Nighy"}}
iex> AshNeo4j.Cypher.parameterized_conditions(:n, %{name: "Bill Nighy", age: 72})
{"n.name = $n_name AND n.age = $n_age", %{"n_name" => "Bill Nighy", "n_age" => 72}}

  



    

  
    
      
    
    
      parameterized_node(variable, labels, properties \\ %{})



        
          
        

    

  


  

Converts a node variable, labels and optional property map to cypher properties string and variable prefixed parameters map.
Examples
iex> AshNeo4j.Cypher.parameterized_node(:s, [:Actor])
{"(s:Actor)", %{}}
iex> AshNeo4j.Cypher.parameterized_node(:s, [:Cinema, :Actor], %{name: "Bill Nighy"})
{"(s:Cinema:Actor {name: $s_name})", %{"s_name" =>"Bill Nighy"}}
 Note: the properties map is converted to parameter names by prefixing the keys with $<variable>, and the original values are returned in a separate map for use as query parameters.

  



    

  
    
      
    
    
      parameterized_properties(variable, properties \\ %{})



        
          
        

    

  


  

Converts a node variable and optional property map to cypher properties string and variable prefixed parameters map.
Examples
iex> AshNeo4j.Cypher.parameterized_properties(:s)
{"{}", %{}}
iex> AshNeo4j.Cypher.parameterized_properties(:s, %{name: "Bill Nighy"})
{"{name: $s_name}", %{"s_name" =>"Bill Nighy"}}

  



  
    
      
    
    
      quote_if_dotted(name)



        
          
        

    

  


  

Backtick-quotes a property name if it contains a dot, so that Neo4j
parses it as a single property reference rather than a nested-property
access. e.g. "location.point" → "`location.point`".

  



  
    
      
    
    
      relationship(atom)



        
          
        

    

  


  


  



    

  
    
      
    
    
      relationship(variable, label, direction \\ nil)



        
          
        

    

  


  

Converts a relationship variable, label and optional direction to cypher relationship.
Examples
iex> AshNeo4j.Cypher.relationship(:r, :ACTED_IN, :outgoing)
"-[r:ACTED_IN]->"
iex> AshNeo4j.Cypher.relationship(:r, :ACTED_IN, :incoming)
"<-[r:ACTED_IN]-"
iex> AshNeo4j.Cypher.relationship(:r, :KNOWS)
"-[r:KNOWS]-"

  



  
    
      
    
    
      remove_properties(label, names)



        
          
        

    

  


  

      

          @spec remove_properties(atom(), maybe_improper_list()) :: binary()


      


Converts a list of property names into a remove properties string.
The list is converted to a string in the format n.key1, n.key2.
Examples
iex> AshNeo4j.Cypher.remove_properties(:n, [:born, :bafta_winner])
"n.born, n.bafta_winner"

  



    

  
    
      
    
    
      render(query, opts \\ [])



        
          
        

    

  


  

Renders a %Cypher.Query{} to a {cypher_string, params} tuple.
Examples
iex> query = %AshNeo4j.Cypher.Query{
...>   clauses: [
...>     %AshNeo4j.Cypher.Match{pattern: "(s:Actor)"},
...>     %AshNeo4j.Cypher.Return{items: ["s"]},
...>     %AshNeo4j.Cypher.Limit{value: 5}
...>   ],
...>   params: %{}
...> }
iex> AshNeo4j.Cypher.render(query)
{"MATCH (s:Actor) RETURN s LIMIT 5", %{}}

iex> query = %AshNeo4j.Cypher.Query{
...>   clauses: [
...>     %AshNeo4j.Cypher.Call{
...>       branches: [
...>         "MATCH (s:Place) WHERE s.uuid = $b0_s_uuid_0 RETURN s",
...>         "MATCH (s:Place) WHERE s.uuid = $b1_s_uuid_0 RETURN s"
...>       ],
...>       union_type: :union_all
...>     },
...>     %AshNeo4j.Cypher.OptionalMatch{pattern: "(s)-[r]-(d)"},
...>     %AshNeo4j.Cypher.Return{items: ["s", "r", "d"]}
...>   ],
...>   params: %{"b0_s_uuid_0" => "x", "b1_s_uuid_0" => "y"}
...> }
iex> {cypher, _params} = AshNeo4j.Cypher.render(query)
iex> cypher
"CALL { MATCH (s:Place) WHERE s.uuid = $b0_s_uuid_0 RETURN s UNION ALL MATCH (s:Place) WHERE s.uuid = $b1_s_uuid_0 RETURN s } OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d"

  



  
    
      
    
    
      require_cypher25!()



        
          
        

    

  


  

Raises AshNeo4j.Error.RequiresCypher25 when the connected server does not
support Cypher 25 (negotiated server version < 2025.06). Call at the top of
any function that emits Cypher 25-only syntax.

  



  
    
      
    
    
      run(query)



        
          
        

    

  


  

Runs some cypher
Examples
iex> cypher = "CREATE (n:Actor {name: 'Bill Nighy', born: 1949, bafta_winner: true}) RETURN n"
iex> {result, _} = AshNeo4j.Cypher.run(cypher)
iex> result
:ok
iex> cypher = "MATCH (n:Actor {name: $name}) RETURN n"
iex> params = %{name: "Bill Nighy"}
iex> {result, _} = AshNeo4j.Cypher.run(cypher, params)
iex> result
:ok

  



  
    
      
    
    
      run(cypher, params \\ %{})



        
          
        

    

  


  


  



  
    
      
    
    
      run_expecting_deletions(query)



        
          
        

    

  


  


  



  
    
      
    
    
      run_expecting_deletions(cypher, params \\ %{})



        
          
        

    

  


  


  



  
    
      
    
    
      sanitize_param(name)



        
          
        

    

  


  

Rewrites dots in a name as underscores so it is safe to use as a
Cypher parameter key. Neo4j parses $foo.bar as the parameter $foo
followed by a .bar property access, so the dot has to go.

  



  
    
      
    
    
      vector_scalar(atom, variable, prop, vec_ref)



        
          
        

    

  


  

Bare scalar Cypher for a vector function, e.g. for use in ORDER BY.
vec_ref is the parameter reference holding the query embedding ("$q").
vector_similarity is Neo4j's normalised cosine similarity in [0, 1]
(higher = closer); vector_cosine_distance rescales it to pgvector-style
distance in [0, 2] (lower = closer) via 2 * (1 - similarity).
Examples
iex> AshNeo4j.Cypher.vector_scalar(:vector_similarity, :s, "embedding", "$q")
"vector.similarity.cosine(s.embedding, $q)"
iex> AshNeo4j.Cypher.vector_scalar(:vector_cosine_distance, :s, "embedding", "$q")
"(2.0 * (1.0 - vector.similarity.cosine(s.embedding, $q)))"

  


        

      


  

    
AshNeo4j.Cypher.Call 
    



      
CALL { … } block joining pre-rendered branch cyphers with UNION or
UNION ALL. Used for native combination-query pushdown (:union,
:union_all).
Branches are stored as already-rendered Cypher strings — the caller is
responsible for merging branch params into the outer Cypher.Query.params
map before this clause is rendered.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    


    
      
        union_type()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Call{branches: [String.t()], union_type: union_type()}


      



  



  
    
      
    
    
      union_type()



        
          
        

    

  


  

      

          @type union_type() :: :union | :union_all


      



  


        

      


  

    
AshNeo4j.Cypher.Create 
    



      
CREATE clause. pattern is a Cypher pattern string, e.g. "(n:Actor {name: $n_name})".

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Create{pattern: String.t()}


      



  


        

      


  

    
AshNeo4j.Cypher.Delete 
    



      
DELETE clause. items is a list of variables to delete, e.g. ["r"].

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Delete{items: [String.t()]}


      



  


        

      


  

    
AshNeo4j.Cypher.DetachDelete 
    



      
DETACH DELETE clause.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.DetachDelete{items: [String.t()]}


      



  


        

      


  

    
AshNeo4j.Cypher.Limit 
    



      
LIMIT clause.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Limit{value: pos_integer()}


      



  


        

      


  

    
AshNeo4j.Cypher.Match 
    



      
MATCH clause. pattern is a Cypher pattern string, e.g. "(s:Actor)".

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Match{pattern: String.t()}


      



  


        

      


  

    
AshNeo4j.Cypher.Merge 
    



      
MERGE clause. pattern is a Cypher pattern string.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Merge{pattern: String.t()}


      



  


        

      


  

    
AshNeo4j.Cypher.OptionalMatch 
    



      
OPTIONAL MATCH clause.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.OptionalMatch{pattern: String.t()}


      



  


        

      


  

    
AshNeo4j.Cypher.OrderBy 
    



      
ORDER BY clause. Each term is a {property_expression, :asc | :desc} pair.

      


      
        Summary


  
    Types
  


    
      
        sort_term()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      sort_term()



        
          
        

    

  


  

      

          @type sort_term() :: {String.t(), :asc | :desc}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.OrderBy{terms: [sort_term()]}


      



  


        

      


  

    
AshNeo4j.Cypher.Query 
    



      
Typed representation of a Cypher query, and builders for constructing common patterns.
The struct holds an ordered list of typed clause structs and a params map.
Callers build a query via the builder functions, then pass it to
AshNeo4j.Cypher.render/1 or AshNeo4j.Cypher.run/1.
Clause structs
Read: Match, OptionalMatch, Where, With, Return, OrderBy, Skip, Limit
Write: Create, Merge, Set, Remove, Delete, DetachDelete

      


      
        Summary


  
    Types
  


    
      
        clause()

      


    


    
      
        condition()

      


        A single property filter condition for node_read_filtered/2:
{property, operator_atom, value, case_insensitive?}



    


    
      
        t()

      


    





  
    Functions
  


    
      
        add_limit(query, n)

      


        Appends a LIMIT clause. No-op when n is nil.



    


    
      
        add_order_by(query, terms)

      


        Appends an ORDER BY clause. No-op when terms is empty.



    


    
      
        add_skip(query, n)

      


        Appends a SKIP clause. No-op when n is nil or 0.



    


    
      
        aggregate_per_record(source_label, pk_field, ids, path_segments, kind, field, name, uniq? \\ false, dest_conditions \\ [])

      


        Per-record aggregate — returns one row per source node with the aggregate value.



    


    
      
        aggregate_total(source_label, pk_field, ids, path_segments, kind, field, name, uniq? \\ false, dest_conditions \\ [])

      


        Total aggregate — returns a single row with the aggregate value across all source nodes.



    


    
      
        branch_node_read(label, conditions \\ [], opts \\ [])

      


        MATCH (s:L1:L2) [WHERE <conditions>] RETURN s — a single combination-query
branch, sized to fit inside a CALL { … } block.



    


    
      
        branch_node_read_ids(label, conditions \\ [], opts \\ [])

      


        Same as branch_node_read/3 but returns just the Neo4j internal id of s
(as sid) instead of the node itself. Used to cheaply materialise the id
set per branch in the in-memory orchestration path for INTERSECT / EXCEPT
combination queries.



    


    
      
        combination_block(branches, opts \\ [])

      


        Wraps a list of branch queries (built via branch_node_read/3) in a
CALL { … UNION/UNION ALL … } block followed by the outer OPTIONAL MATCH
enrichment and RETURN s, r, d.



    


    
      
        create_node(labels, properties)

      


        CREATE (n:L1:L2 {props}) RETURN n



    


    
      
        delete_nodes(label, properties \\ %{})

      


        MATCH (n:L1:L2 {props}) DETACH DELETE n



    


    
      
        delete_nodes_guarded(label, properties, guards)

      


        MATCH (n:L1:L2 {props}) WHERE NOT guard1 AND NOT guard2 DETACH DELETE n



    


    
      
        match_nodes(labels, properties \\ %{})

      


        MATCH (n:Labels {props}) RETURN n



    


    
      
        merge_node(label, properties)

      


        MERGE (n:Label {props}) RETURN n



    


    
      
        merge_params(query, params)

      


        Merges params into the query's param map. Later keys win.



    


    
      
        node_read(label)

      


        MATCH (s:L1:L2) OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d



    


    
      
        node_read_by_ids(label, ids)

      


        MATCH (s:L1:L2) WHERE id(s) IN $ids OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d.



    


    
      
        node_read_filtered(label, conditions, opts \\ [])

      


        MATCH (s:L1:L2) WHERE <conditions> OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d



    


    
      
        node_read_with_properties(label, properties)

      


        MATCH (n:L1:L2 {props}) OPTIONAL MATCH (n)-[r]-(d) RETURN n, r, d



    


    
      
        paginate_nodes(query, order_terms, skip, limit)

      


        Applies SKIP/LIMIT pagination (and the ORDER BY that makes them
deterministic) to the distinct source nodes s, before the edge-expansion
step of a node read.



    


    
      
        relate(src_label, src_props, dest_label, dest_props, edge_label, direction)

      


        MATCH (s:SrcLabel {s_props}) OPTIONAL MATCH (d:DestLabel {d_props}) MERGE (s)-[r:EDGE]->(d) RETURN s, r, d



    


    
      
        relate_unrelating_both(src_label, src_props, dest_label, dest_props, edge_label, direction)

      


        Relates two nodes, removing existing edges from source AND to destination.



    


    
      
        relate_unrelating_destination(src_label, src_props, dest_label, dest_props, edge_label, direction)

      


        Relates two nodes, first removing any existing edge of the same type pointing to the destination.



    


    
      
        relate_unrelating_source(src_label, src_props, dest_label, dest_props, edge_label, direction)

      


        Relates two nodes, first removing any existing edge of the same type from the source.



    


    
      
        related_nodes(source_label, pk_field, ids, path_segments)

      


        Related-nodes query — returns one row per (source, destination) pair for expression-based
aggregates that need full destination records for Elixir-side evaluation.



    


    
      
        relationship_read(src_label, edge_label, direction, dest_label, dest_property, operator, value)

      


        MATCH (s:SrcLabels)-[r:EdgeLabel]-(d:DestLabel) WHERE d.prop <op> $param WITH s MATCH (s)-[r0]-(d0) RETURN s, r0, d0



    


    
      
        unrelate(src_label, src_props, dest_label, dest_props, edge_label, direction)

      


        MATCH (s:SrcLabel {s_props})-[r:EDGE]->(d:DestLabel {d_props}) DELETE r RETURN s, d



    


    
      
        update_node(label, match_props, set_props, remove_props \\ [])

      


        MATCH (n:L1:L2 {match_props}) SET n += {set_props} REMOVE n.p1, n.p2 RETURN n



    





      


      
        Types


        


  
    
      
    
    
      clause()



        
          
        

    

  


  

      

          @type clause() ::
  AshNeo4j.Cypher.Match.t()
  | AshNeo4j.Cypher.OptionalMatch.t()
  | AshNeo4j.Cypher.Create.t()
  | AshNeo4j.Cypher.Merge.t()
  | AshNeo4j.Cypher.Where.t()
  | AshNeo4j.Cypher.With.t()
  | AshNeo4j.Cypher.Set.t()
  | AshNeo4j.Cypher.Remove.t()
  | AshNeo4j.Cypher.Delete.t()
  | AshNeo4j.Cypher.DetachDelete.t()
  | AshNeo4j.Cypher.Return.t()
  | AshNeo4j.Cypher.OrderBy.t()
  | AshNeo4j.Cypher.Skip.t()
  | AshNeo4j.Cypher.Limit.t()
  | AshNeo4j.Cypher.Call.t()


      



  



  
    
      
    
    
      condition()



        
          
        

    

  


  

      

          @type condition() :: {String.t(), atom(), any(), boolean()}


      


A single property filter condition for node_read_filtered/2:
{property, operator_atom, value, case_insensitive?}

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Query{clauses: [clause()], params: map()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_limit(query, n)



        
          
        

    

  


  

      

          @spec add_limit(t(), pos_integer() | nil) :: t()


      


Appends a LIMIT clause. No-op when n is nil.

  



  
    
      
    
    
      add_order_by(query, terms)



        
          
        

    

  


  

      

          @spec add_order_by(t(), [{String.t(), :asc | :desc}]) :: t()


      


Appends an ORDER BY clause. No-op when terms is empty.
Each term is {order_expression, :asc | :desc} where order_expression is a
fully-formed Cypher expression — e.g. "s.name" for a plain property or
"vector.similarity.cosine(s.embedding, $q)" for an expression sort. The
caller (AshNeo4j.QueryHelper's sort handling) is responsible for the s.
prefix and for merging any referenced params via merge_params/2.

  



  
    
      
    
    
      add_skip(query, n)



        
          
        

    

  


  

      

          @spec add_skip(t(), non_neg_integer() | nil) :: t()


      


Appends a SKIP clause. No-op when n is nil or 0.

  



    

    

  
    
      
    
    
      aggregate_per_record(source_label, pk_field, ids, path_segments, kind, field, name, uniq? \\ false, dest_conditions \\ [])



        
          
        

    

  


  

      

          @spec aggregate_per_record(
  atom() | [atom()],
  atom(),
  [any()],
  [{atom(), atom(), atom()}],
  atom(),
  atom() | nil,
  atom(),
  boolean(),
  [{String.t(), any()}]
) :: t()


      


Per-record aggregate — returns one row per source node with the aggregate value.
MATCH (s:L1:L2) WHERE s.pk IN $agg_ids OPTIONAL MATCH (s)<path>(d) RETURN s.pk AS source_id, agg_fn AS name
path_segments is a list of {edge_label, direction, dest_label} tuples describing
the traversal from source to the node being aggregated.

  



    

    

  
    
      
    
    
      aggregate_total(source_label, pk_field, ids, path_segments, kind, field, name, uniq? \\ false, dest_conditions \\ [])



        
          
        

    

  


  

      

          @spec aggregate_total(
  atom() | [atom()],
  atom(),
  [any()],
  [{atom(), atom(), atom()}],
  atom(),
  atom() | nil,
  atom(),
  boolean(),
  [{String.t(), any()}]
) :: t()


      


Total aggregate — returns a single row with the aggregate value across all source nodes.
MATCH (s:L1:L2) WHERE s.pk IN $agg_ids OPTIONAL MATCH (s)<path>(d) RETURN agg_fn AS name

  



    

    

  
    
      
    
    
      branch_node_read(label, conditions \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec branch_node_read(atom() | [atom()], [condition()], keyword()) :: t()


      


MATCH (s:L1:L2) [WHERE <conditions>] RETURN s — a single combination-query
branch, sized to fit inside a CALL { … } block.
No OPTIONAL MATCH (the outer combination query owns enrichment) and only
the s column is returned (Cypher's UNION/UNION ALL requires identical
column shapes across branches).
Supports param_prefix: per branch — pass distinct prefixes for distinct
branches so their param keys (b0_s_name_0 vs b1_s_name_0) don't collide
when merged.
Examples
iex> q = AshNeo4j.Cypher.Query.branch_node_read(:Place)
iex> {cypher, _} = AshNeo4j.Cypher.render(q)
iex> cypher
"MATCH (s:Place) RETURN s"

iex> q = AshNeo4j.Cypher.Query.branch_node_read(:Place, [{"name", :==, "Sydney", false}], param_prefix: "b0_")
iex> {cypher, params} = AshNeo4j.Cypher.render(q)
iex> cypher
"MATCH (s:Place) WHERE s.name = $b0_s_name_0 RETURN s"
iex> params
%{"b0_s_name_0" => "Sydney"}

  



    

    

  
    
      
    
    
      branch_node_read_ids(label, conditions \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec branch_node_read_ids(atom() | [atom()], [condition()], keyword()) :: t()


      


Same as branch_node_read/3 but returns just the Neo4j internal id of s
(as sid) instead of the node itself. Used to cheaply materialise the id
set per branch in the in-memory orchestration path for INTERSECT / EXCEPT
combination queries.
Examples
iex> q = AshNeo4j.Cypher.Query.branch_node_read_ids(:Place, [{"name", :==, "Sydney", false}], param_prefix: "b0_")
iex> {cypher, _} = AshNeo4j.Cypher.render(q)
iex> cypher
"MATCH (s:Place) WHERE s.name = $b0_s_name_0 RETURN id(s) AS sid"

  



    

  
    
      
    
    
      combination_block(branches, opts \\ [])



        
          
        

    

  


  

      

          @spec combination_block(
  [t()],
  keyword()
) :: t()


      


Wraps a list of branch queries (built via branch_node_read/3) in a
CALL { … UNION/UNION ALL … } block followed by the outer OPTIONAL MATCH
enrichment and RETURN s, r, d.
Branch params are merged into the outer query's params map. Branches are
rendered to Cypher strings before being placed in the Call clause.
Opts:
	:union_type — :union or :union_all (default :union_all)

Examples
iex> b0 = AshNeo4j.Cypher.Query.branch_node_read(:Place, [{"name", :==, "Sydney", false}], param_prefix: "b0_")
iex> b1 = AshNeo4j.Cypher.Query.branch_node_read(:Place, [{"name", :==, "Melbourne", false}], param_prefix: "b1_")
iex> q = AshNeo4j.Cypher.Query.combination_block([b0, b1])
iex> {cypher, params} = AshNeo4j.Cypher.render(q)
iex> cypher
"CALL { MATCH (s:Place) WHERE s.name = $b0_s_name_0 RETURN s UNION ALL MATCH (s:Place) WHERE s.name = $b1_s_name_0 RETURN s } WITH s OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d"
iex> params
%{"b0_s_name_0" => "Sydney", "b1_s_name_0" => "Melbourne"}

  



  
    
      
    
    
      create_node(labels, properties)



        
          
        

    

  


  

      

          @spec create_node(atom() | [atom()], map()) :: t()


      


CREATE (n:L1:L2 {props}) RETURN n

  



    

  
    
      
    
    
      delete_nodes(label, properties \\ %{})



        
          
        

    

  


  

      

          @spec delete_nodes(atom() | [atom()], map()) :: t()


      


MATCH (n:L1:L2 {props}) DETACH DELETE n

  



  
    
      
    
    
      delete_nodes_guarded(label, properties, guards)



        
          
        

    

  


  

      

          @spec delete_nodes_guarded(atom() | [atom()], map(), list()) :: t()


      


MATCH (n:L1:L2 {props}) WHERE NOT guard1 AND NOT guard2 DETACH DELETE n
guards is a list of {edge_label, direction, dest_label} tuples.
Falls back to delete_nodes/2 when guards is empty.

  



    

  
    
      
    
    
      match_nodes(labels, properties \\ %{})



        
          
        

    

  


  

      

          @spec match_nodes(atom() | [atom()], map()) :: t()


      


MATCH (n:Labels {props}) RETURN n

  



  
    
      
    
    
      merge_node(label, properties)



        
          
        

    

  


  

      

          @spec merge_node(atom(), map()) :: t()


      


MERGE (n:Label {props}) RETURN n

  



  
    
      
    
    
      merge_params(query, params)



        
          
        

    

  


  

      

          @spec merge_params(t(), map()) :: t()


      


Merges params into the query's param map. Later keys win.

  



  
    
      
    
    
      node_read(label)



        
          
        

    

  


  

      

          @spec node_read(atom() | [atom()]) :: t()


      


MATCH (s:L1:L2) OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d

  



  
    
      
    
    
      node_read_by_ids(label, ids)



        
          
        

    

  


  

      

          @spec node_read_by_ids(atom() | [atom()], [integer()]) :: t()


      


MATCH (s:L1:L2) WHERE id(s) IN $ids OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d.
Used as the final read after in-memory combination orchestration computes
the keep-set of node ids.

  



    

  
    
      
    
    
      node_read_filtered(label, conditions, opts \\ [])



        
          
        

    

  


  

      

          @spec node_read_filtered(atom() | [atom()], [condition()], keyword()) :: t()


      


MATCH (s:L1:L2) WHERE <conditions> OPTIONAL MATCH (s)-[r]-(d) RETURN s, r, d
Returns node_read/1 when conditions is empty.

  



  
    
      
    
    
      node_read_with_properties(label, properties)



        
          
        

    

  


  

      

          @spec node_read_with_properties(atom() | [atom()], map()) :: t()


      


MATCH (n:L1:L2 {props}) OPTIONAL MATCH (n)-[r]-(d) RETURN n, r, d
Like node_read/1 but matches by properties in the MATCH pattern (not a WHERE clause).

  



  
    
      
    
    
      paginate_nodes(query, order_terms, skip, limit)



        
          
        

    

  


  

      

          @spec paginate_nodes(
  t(),
  [{String.t(), :asc | :desc}],
  non_neg_integer() | nil,
  pos_integer() | nil
) ::
  t()


      


Applies SKIP/LIMIT pagination (and the ORDER BY that makes them
deterministic) to the distinct source nodes s, before the edge-expansion
step of a node read.
The node-read shapes (node_read/1, node_read_filtered/3, node_read_by_ids/2,
relationship_read/7, and the combination final read) all expand one row per
edge via the clause immediately preceding the RETURN
(OPTIONAL MATCH (s)-[r]-(d) etc.). A trailing SKIP/LIMIT would therefore
truncate edges, not nodes — dropping relationships (e.g. a belongs_to
edge) from nodes that have more edges than the limit. This inserts
WITH s [ORDER BY …] [SKIP …] [LIMIT …] ahead of that expansion so pagination
is scoped to nodes.
No-op when there is no skip and no limit (a sort alone is handled by the
trailing add_order_by/2, which orders the per-edge rows by node property and
so keeps each node's rows grouped).

  



  
    
      
    
    
      relate(src_label, src_props, dest_label, dest_props, edge_label, direction)



        
          
        

    

  


  

      

          @spec relate(atom() | [atom()], map(), atom() | [atom()], map(), atom(), atom()) ::
  t()


      


MATCH (s:SrcLabel {s_props}) OPTIONAL MATCH (d:DestLabel {d_props}) MERGE (s)-[r:EDGE]->(d) RETURN s, r, d

  



  
    
      
    
    
      relate_unrelating_both(src_label, src_props, dest_label, dest_props, edge_label, direction)



        
          
        

    

  


  

      

          @spec relate_unrelating_both(atom() | [atom()], map(), atom(), map(), atom(), atom()) ::
  t()


      


Relates two nodes, removing existing edges from source AND to destination.
MATCH (s:SrcLabel {s_props}) WITH s
OPTIONAL MATCH (s)-[r0:EDGE]->(d:DestLabel {d_props}) DELETE r0 WITH s
OPTIONAL MATCH (d:DestLabel {d_props}) WITH s, d
OPTIONAL MATCH (s0:SrcLabel)-[r0:EDGE]->(d) WHERE s0 <> s DELETE r0
WITH s, d MERGE (s)-[r:EDGE]->(d) RETURN s, r, d

  



  
    
      
    
    
      relate_unrelating_destination(src_label, src_props, dest_label, dest_props, edge_label, direction)



        
          
        

    

  


  

      

          @spec relate_unrelating_destination(
  atom() | [atom()],
  map(),
  atom(),
  map(),
  atom(),
  atom()
) :: t()


      


Relates two nodes, first removing any existing edge of the same type pointing to the destination.
MATCH (s:SrcLabel {s_props}) OPTIONAL MATCH (d:DestLabel {d_props})
WITH s, d OPTIONAL MATCH (s0:SrcLabel)-[r0:EDGE]->(d) WHERE s0 <> s
DELETE r0 WITH s, d MERGE (s)-[r:EDGE]->(d) RETURN s, r, d

  



  
    
      
    
    
      relate_unrelating_source(src_label, src_props, dest_label, dest_props, edge_label, direction)



        
          
        

    

  


  

      

          @spec relate_unrelating_source(
  atom() | [atom()],
  map(),
  atom(),
  map(),
  atom(),
  atom()
) :: t()


      


Relates two nodes, first removing any existing edge of the same type from the source.
MATCH (s:SrcLabel {s_props})
WITH s OPTIONAL MATCH (s)-[r0:EDGE]->(d0:DestLabel)
DELETE r0 WITH s MATCH (d:DestLabel {d_props})
MERGE (s)-[r:EDGE]->(d) RETURN s, r, d

  



  
    
      
    
    
      related_nodes(source_label, pk_field, ids, path_segments)



        
          
        

    

  


  

      

          @spec related_nodes(atom() | [atom()], atom(), [any()], [{atom(), atom(), atom()}]) ::
  t()


      


Related-nodes query — returns one row per (source, destination) pair for expression-based
aggregates that need full destination records for Elixir-side evaluation.
MATCH (s:L1:L2) WHERE s.pk IN $agg_ids OPTIONAL MATCH (s)<path>(d) RETURN s.pk AS source_id, d AS dest_node

  



  
    
      
    
    
      relationship_read(src_label, edge_label, direction, dest_label, dest_property, operator, value)



        
          
        

    

  


  

      

          @spec relationship_read(
  atom() | [atom()],
  atom(),
  atom(),
  atom(),
  String.t(),
  atom(),
  any()
) :: t()


      


MATCH (s:SrcLabels)-[r:EdgeLabel]-(d:DestLabel) WHERE d.prop <op> $param WITH s MATCH (s)-[r0]-(d0) RETURN s, r0, d0

  



  
    
      
    
    
      unrelate(src_label, src_props, dest_label, dest_props, edge_label, direction)



        
          
        

    

  


  

      

          @spec unrelate(atom() | [atom()], map(), atom(), map(), atom(), atom()) :: t()


      


MATCH (s:SrcLabel {s_props})-[r:EDGE]->(d:DestLabel {d_props}) DELETE r RETURN s, d

  



    

  
    
      
    
    
      update_node(label, match_props, set_props, remove_props \\ [])



        
          
        

    

  


  

      

          @spec update_node(atom() | [atom()], map(), map(), [atom()]) :: t()


      


MATCH (n:L1:L2 {match_props}) SET n += {set_props} REMOVE n.p1, n.p2 RETURN n
Handles all combinations of empty/non-empty set_props and remove_props.

  


        

      


  

    
AshNeo4j.Cypher.Remove 
    



      
REMOVE clause. items is a list of property references, e.g. ["n.born"].

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Remove{items: [String.t()]}


      



  


        

      


  

    
AshNeo4j.Cypher.Return 
    



      
RETURN clause.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Return{items: [String.t()]}


      



  


        

      


  

    
AshNeo4j.Cypher.Set 
    



      
SET clause. expression is the full SET expression, e.g. "n += {born: $n_born}".

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Set{expression: String.t()}


      



  


        

      


  

    
AshNeo4j.Cypher.Skip 
    



      
SKIP clause.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Skip{value: non_neg_integer()}


      



  


        

      


  

    
AshNeo4j.Cypher.Where 
    



      
WHERE clause. Each entry in conditions is ANDed together.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.Where{conditions: [String.t()]}


      



  


        

      


  

    
AshNeo4j.Cypher.With 
    



      
WITH clause.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %AshNeo4j.Cypher.With{items: [String.t()]}


      



  


        

      


  

    
AshNeo4j.BoltyHelper 
    



      
AshNeo4j BoltyHelper

      


      
        Summary


  
    Functions
  


    
      
        current_pool()

      


        The Bolty pool the data layer should use for the current process.



    


    
      
        cypher25?()

      


        Returns true when the current pool (see current_pool/0) is connected to a
Neo4j server that supports Cypher 25 (date-versioned Neo4j ≥ 2025.06).



    


    
      
        cypher25?(pool)

      


        Cypher 25 support for an explicit pool.



    


    
      
        is_connected()

      


        Checks Bolty connectivity



    


    
      
        policy()

      


        Returns the negotiated %Bolty.Policy{} for the current pool (see
current_pool/0), or nil when that pool is not started. Cached per pool in
:persistent_term after the first call.



    


    
      
        policy(pool)

      


        Returns the %Bolty.Policy{} for an explicit pool, or nil when not started.



    


    
      
        start()

      


        Starts Bolty, returns :ok or {:error, error}



    


    
      
        start(config)

      


        Starts Bolty with config, returns :ok or {:error, error}



    


    
      
        start_bolt6()

      


        Starts the Bolt6 pool (Neo4j 2026.05, Bolt 6.0). Returns :ok, {:error, error},
or {:error, :not_configured} when no Bolt6 config is present.



    


    
      
        with_pool(pool, fun)

      


        Runs fun with the data-layer pool overridden to pool for the current
process, restoring the previous value afterwards. Query execution and the
policy/0 / cypher25?/0 capability checks all follow the override.



    





      


      
        Functions


        


  
    
      
    
    
      current_pool()



        
          
        

    

  


  

The Bolty pool the data layer should use for the current process.
Defaults to the primary Bolt pool. Override per-process with with_pool/2
(or by setting :ash_neo4j_pool in the process dictionary) — used to route a
test's queries and capability checks to a different Neo4j server (e.g. the
Bolt 6.0 / Cypher 25 pool).

  



  
    
      
    
    
      cypher25?()



        
          
        

    

  


  

Returns true when the current pool (see current_pool/0) is connected to a
Neo4j server that supports Cypher 25 (date-versioned Neo4j ≥ 2025.06).
Derived from the server_version string in Bolty.connection_info/1 and
cached per pool in :persistent_term. Once diffo-dev/bolty#47 lands this can
be simplified to reading policy().cypher25 directly.

  



  
    
      
    
    
      cypher25?(pool)



        
          
        

    

  


  

Cypher 25 support for an explicit pool.

  



  
    
      
    
    
      is_connected()



        
          
        

    

  


  

Checks Bolty connectivity

  



  
    
      
    
    
      policy()



        
          
        

    

  


  

Returns the negotiated %Bolty.Policy{} for the current pool (see
current_pool/0), or nil when that pool is not started. Cached per pool in
:persistent_term after the first call.

  



  
    
      
    
    
      policy(pool)



        
          
        

    

  


  

Returns the %Bolty.Policy{} for an explicit pool, or nil when not started.

  



  
    
      
    
    
      start()



        
          
        

    

  


  

Starts Bolty, returns :ok or {:error, error}

  



  
    
      
    
    
      start(config)



        
          
        

    

  


  

Starts Bolty with config, returns :ok or {:error, error}

  



  
    
      
    
    
      start_bolt6()



        
          
        

    

  


  

Starts the Bolt6 pool (Neo4j 2026.05, Bolt 6.0). Returns :ok, {:error, error},
or {:error, :not_configured} when no Bolt6 config is present.

  



  
    
      
    
    
      with_pool(pool, fun)



        
          
        

    

  


  

Runs fun with the data-layer pool overridden to pool for the current
process, restoring the previous value afterwards. Query execution and the
policy/0 / cypher25?/0 capability checks all follow the override.

  


        

      


  

    
AshNeo4j.Neo4jHelper 
    



      
AshNeo4j DataLayer Neo4j Helper

      


      
        Summary


  
    Functions
  


    
      
        create_node(labels, properties)

      


        Creates a neo4j node with labels and properties



    


    
      
        delete_all()

      


        Delete all neo4j nodes and relationships



    


    
      
        delete_nodes(label, properties \\ %{})

      


        Delete neo4j nodes



    


    
      
        merge_node(label, properties)

      


        Merges a neo4j node with label and properties



    


    
      
        nodes_relate_how?(source_label, source_properties, dest_label, dest_properties, edges)

      


        Tests if two nodes are related by traversal
  ## Examples



    


    
      
        nodes_relate_how?(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)

      


        Tests if two nodes are directly related
  ## Examples



    


    
      
        read_limited(label, limit, properties \\ %{})

      


        Reads limited nodes from Neo4j, given label, limit and optionally properties



    


    
      
        read_nodes(label, properties \\ %{})

      


        Reads nodes from Neo4j, given label, and optionally properties



    


    
      
        read_nodes_related(label, properties \\ %{})

      


        Reads nodes from Neo4j, returning any related nodes



    


    
      
        relate_nodes(label, properties, relationships)

      


        Creates source neo4j node with label, properties and relationships to existing nodes



    


    
      
        relate_nodes(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)

      


        Relates two nodes with a relationship type, merging relationship
  ## Examples



    


    
      
        relate_nodes(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction, options)

      


    


    
      
        relate_nodes_unrelating_destination(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)

      


        Relates two nodes unrelating the destination node from any similar relationships
 ## Examples



    


    
      
        relate_nodes_unrelating_source(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)

      


        Relates two nodes unrelating the source node from any similar relationships
 ## Examples



    


    
      
        relate_nodes_unrelating_source_and_destination(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)

      


        Relates two nodes unrelating the source and destination node from any similar relationships
 ## Examples



    


    
      
        safe_delete_nodes(label, properties, relationships)

      


        Safely delete neo4j nodes, delete is guarded by relationships



    


    
      
        unrelate_nodes(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)

      


        Unrelates two nodes with a relationship type
  ## Examples



    


    
      
        update_node(label, match_properties, set_properties, remove_properties \\ [])

      


        Updates neo4j node properties



    





      


      
        Functions


        


  
    
      
    
    
      create_node(labels, properties)



        
          
        

    

  


  

Creates a neo4j node with labels and properties
Examples
iex> {result, _} = AshNeo4j.Neo4jHelper.create_node([:Cinema, :Actor], %{name: "Bill Nighy"})
iex> result
:ok

  



  
    
      
    
    
      delete_all()



        
          
        

    

  


  

      

          @spec delete_all() ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Delete all neo4j nodes and relationships
Examples
iex> {result, _} = AshNeo4j.Neo4jHelper.delete_all()
iex> result
:ok

  



    

  
    
      
    
    
      delete_nodes(label, properties \\ %{})



        
          
        

    

  


  

Delete neo4j nodes
Examples
iex> {result, _} = AshNeo4j.Neo4jHelper.delete_nodes(:Actor)
iex> result
:ok
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy"})
iex> {result, _} = AshNeo4j.Neo4jHelper.delete_nodes(:Actor, %{name: "Bill Nighy"})
iex> result
:ok

  



  
    
      
    
    
      merge_node(label, properties)



        
          
        

    

  


  

      

          @spec merge_node(atom(), map()) ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Merges a neo4j node with label and properties
Examples
iex> {result, _} = AshNeo4j.Neo4jHelper.merge_node(:Actor, %{name: "Bill Nighy", born: 1949})
iex> result
:ok

  



  
    
      
    
    
      nodes_relate_how?(source_label, source_properties, dest_label, dest_properties, edges)



        
          
        

    

  


  

      

          @spec nodes_relate_how?(atom(), map(), atom(), map(), [tuple()]) ::
  :error | false | true


      


Tests if two nodes are related by traversal
  ## Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Keira Knightley"})
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Keira Knightley"}, :Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing)
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Bill Nighy"}, :Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing)
iex> AshNeo4j.Neo4jHelper.nodes_relate_how?(:Actor, %{name: "Bill Nighy"}, :Actor, %{name: "Keira Knightley"}, [ACTED_IN: :outgoing, ACTED_IN: :incoming])
true

  



  
    
      
    
    
      nodes_relate_how?(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)



        
          
        

    

  


  

      

          @spec nodes_relate_how?(atom(), map(), atom(), map(), atom(), atom()) ::
  :error | false | true


      


Tests if two nodes are directly related
  ## Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy", born: 1949})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Bill Nighy"}, :Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing)
iex> AshNeo4j.Neo4jHelper.nodes_relate_how?(:Actor, %{name: "Bill Nighy"}, :Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing)
true

  



    

  
    
      
    
    
      read_limited(label, limit, properties \\ %{})



        
          
        

    

  


  

Reads limited nodes from Neo4j, given label, limit and optionally properties
Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy", born: 1949})
iex> {:ok, %{records: records}} = AshNeo4j.Neo4jHelper.read_limited(:Actor, 1)
iex> length(records)
1

  



    

  
    
      
    
    
      read_nodes(label, properties \\ %{})



        
          
        

    

  


  

Reads nodes from Neo4j, given label, and optionally properties
Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy", born: 1949})
iex> {:ok, %{records: records}} = AshNeo4j.Neo4jHelper.read_nodes(:Actor, %{name: "Bill Nighy"})
iex> length(records)
1

  



    

  
    
      
    
    
      read_nodes_related(label, properties \\ %{})



        
          
        

    

  


  

Reads nodes from Neo4j, returning any related nodes
Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy", born: 1949})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> :ok = AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Bill Nighy"}, [{:Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing, false}])
iex> {:ok, %{records: records}} = AshNeo4j.Neo4jHelper.read_nodes_related(:Actor, %{name: "Bill Nighy"})
iex> length(records)
1

  



  
    
      
    
    
      relate_nodes(label, properties, relationships)



        
          
        

    

  


  

      

          @spec relate_nodes(atom(), map(), list()) :: {:error, bitstring()} | :ok


      


Creates source neo4j node with label, properties and relationships to existing nodes
Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{title: "Bill Nighy"})
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{title: "Keira Knightley"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Bend it Like Beckham"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "The Immitation Game"})

iex> :ok = AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Bill Nighy"}, [{:Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing, false}])
iex> :ok = AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Keira Knightley"}, [{:Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing, false}, {:Movie, %{title: "Bend it Like Beckham"}, :ACTED_IN, :outgoing, false}])

  



  
    
      
    
    
      relate_nodes(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)



        
          
        

    

  


  

      

          @spec relate_nodes(atom(), map(), atom(), map(), atom(), atom()) ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Relates two nodes with a relationship type, merging relationship
  ## Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy", born: 1949})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> {result, _} = AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Bill Nighy"}, :Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing)
iex> result
:ok

  



  
    
      
    
    
      relate_nodes(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction, options)



        
          
        

    

  


  


  



  
    
      
    
    
      relate_nodes_unrelating_destination(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)



        
          
        

    

  


  

      

          @spec relate_nodes_unrelating_destination(
  atom(),
  map(),
  atom(),
  map(),
  atom(),
  atom()
) ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Relates two nodes unrelating the destination node from any similar relationships
 ## Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Fan], %{name: "Matt"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Bend it Like Beckham"})
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Fan, %{name: "Matt"}, :Movie, %{title: "Love Actually"}, :FAVOURITE, :outgoing)
iex> {result, _} = AshNeo4j.Neo4jHelper.relate_nodes_unrelating_destination(:Movie, %{title: "Bend it Like Beckham"}, :Fan, %{name: "Matt"}, :FAVOURITE, :incoming)
iex> result
:ok

  



  
    
      
    
    
      relate_nodes_unrelating_source(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)



        
          
        

    

  


  

      

          @spec relate_nodes_unrelating_source(atom(), map(), atom(), map(), atom(), atom()) ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Relates two nodes unrelating the source node from any similar relationships
 ## Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Fan], %{name: "Matt"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Bend it Like Beckham"})
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Fan, %{name: "Matt"}, :Movie, %{title: "Love Actually"}, :FAVOURITE, :outgoing)
iex> {result, _} = AshNeo4j.Neo4jHelper.relate_nodes_unrelating_source(:Fan, %{name: "Matt"}, :Movie, %{title: "Bend it Like Beckham"}, :FAVOURITE, :outgoing)
iex> result
:ok

  



  
    
      
    
    
      relate_nodes_unrelating_source_and_destination(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)



        
          
        

    

  


  

      

          @spec relate_nodes_unrelating_source_and_destination(
  atom(),
  map(),
  atom(),
  map(),
  atom(),
  atom()
) ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Relates two nodes unrelating the source and destination node from any similar relationships
 ## Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Person], %{name: "Marlo"})
iex> AshNeo4j.Neo4jHelper.create_node([:Person], %{name: "Harry"})
iex> AshNeo4j.Neo4jHelper.create_node([:Person], %{name: "Marion"})
iex> AshNeo4j.Neo4jHelper.create_node([:Person], %{name: "Robin"})
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Person, %{name: "Marlo"}, :Person, %{name: "Harry"}, :PARTNER, :outgoing)
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Person, %{name: "Marion"}, :Person, %{name: "Robin"}, :PARTNER, :outgoing)
iex> {result, _} = AshNeo4j.Neo4jHelper.relate_nodes_unrelating_source_and_destination(:Person, %{name: "Marlo"}, :Person, %{name: "Robin"}, :PARTNER, :outgoing)
iex> result
:ok

  



  
    
      
    
    
      safe_delete_nodes(label, properties, relationships)



        
          
        

    

  


  

Safely delete neo4j nodes, delete is guarded by relationships
Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Keira Knightley"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Bend it Like Beckham"})
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Keira Knightley"}, [{:Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing, false},
...> {:Movie, %{title: "Bend it Like Beckham"}, :ACTED_IN, :outgoing, false}])
iex> {result, _} = AshNeo4j.Neo4jHelper.safe_delete_nodes(:Actor, %{name: "Keira Knightley"}, [{:ACTED_IN, :outgoing, :Movie}, {:LIVES_AT, :outgoing, :Place}])
iex> result
:error
iex> {result, _} = AshNeo4j.Neo4jHelper.safe_delete_nodes(:Actor, %{name: "Keira Knightley"}, [{:LIVES_AT, :outgoing, :Place}])
iex> result
:ok

  



  
    
      
    
    
      unrelate_nodes(source_label, source_properties, dest_label, dest_properties, edge_label, edge_direction)



        
          
        

    

  


  

      

          @spec unrelate_nodes(atom(), map(), atom(), map(), atom(), atom()) ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Unrelates two nodes with a relationship type
  ## Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy", born: 1949})
iex> AshNeo4j.Neo4jHelper.create_node([:Movie], %{title: "Love Actually"})
iex> AshNeo4j.Neo4jHelper.relate_nodes(:Actor, %{name: "Bill Nighy"}, :Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing)
iex> {result, _} = AshNeo4j.Neo4jHelper.unrelate_nodes(:Actor, %{name: "Bill Nighy"}, :Movie, %{title: "Love Actually"}, :ACTED_IN, :outgoing)
iex> result
:ok

  



    

  
    
      
    
    
      update_node(label, match_properties, set_properties, remove_properties \\ [])



        
          
        

    

  


  

      

          @spec update_node(atom(), map(), map(), list()) ::
  {:error,
   %{:__exception__ => true, :__struct__ => atom(), optional(atom()) => any()}}
  | {:ok, any()}


      


Updates neo4j node properties
Examples
iex> AshNeo4j.Neo4jHelper.create_node([:Actor], %{name: "Bill Nighy"})
iex> {result, _} = AshNeo4j.Neo4jHelper.update_node(:Actor, %{name: "Bill Nighy"}, %{born: 1949})
iex> result
:ok

  


        

      


  

    
AshNeo4j.QueryHelper 
    



      
AshNeo4j DataLayer QueryHelper

      


      
        Summary


  
    Functions
  


    
      
        query_nodes(ash_query)

      


        Queries nodes, using Ash.Query



    





      


      
        Functions


        


  
    
      
    
    
      query_nodes(ash_query)



        
          
        

    

  


  

      

          @spec query_nodes(struct()) :: {:error, any()} | {:ok, any()}


      


Queries nodes, using Ash.Query

  


        

      


  

    
AshNeo4j.Util 
    



      
AshNeo4j Util

      


      
        Summary


  
    Functions
  


    
      
        base64_decode(value)

      


    


    
      
        is_valid_edge_label?(atom)

      


        Validates that an atom is a valid Neo4j edge label (i.e. contains only uppercase letters and underscores)



    


    
      
        is_valid_node_label?(atom)

      


        Validates that an atom is a valid Neo4j node label (i.e. starts with an uppercase letter and contains only letters and numbers)



    


    
      
        is_valid_property_name?(atom)

      


        Validates that an atom is a valid Neo4j property name (i.e. does not start with a number and does not contain spaces or special characters)



    


    
      
        json_decode(value)

      


    


    
      
        json_encode(value)

      


        Encodes json, converting structs and maps to ordered objects sorted by key, even when in lists/nested
Deliberately does not call Jason.Encoder on structs, since Protocol may not be implemented for persistence/at all



    


    
      
        reverse(direction)

      


        Returns the reverse direction



    


    
      
        short_name(module)

      


        Returns the short name for an Elixir Module



    


    
      
        to_camel_case(atom)

      


        Converts an Elixir snake_case atom to Neo4j camelCase atom, used for node properties



    


    
      
        to_macro_case(atom)

      


        Converts an Elixir snake_case atom to Neo4j MACRO_CASE atom, used for edge labels



    


    
      
        to_pascal_case(atom)

      


        Converts an Elixir snake_case atom to Neo4j PascalCase atom, used for node labels



    


    
      
        typed_struct?(module)

      


        Whether the given module uses Ash.TypedStruct



    





      


      
        Functions


        


  
    
      
    
    
      base64_decode(value)



        
          
        

    

  


  


  



  
    
      
    
    
      is_valid_edge_label?(atom)



        
          
        

    

  


  

Validates that an atom is a valid Neo4j edge label (i.e. contains only uppercase letters and underscores)
Examples
iex> AshNeo4j.Util.is_valid_edge_label?(:VALID_LABEL)
true
iex> AshNeo4j.Util.is_valid_edge_label?(:invalid_label)
false

  



  
    
      
    
    
      is_valid_node_label?(atom)



        
          
        

    

  


  

Validates that an atom is a valid Neo4j node label (i.e. starts with an uppercase letter and contains only letters and numbers)
Examples
iex> AshNeo4j.Util.is_valid_node_label?(:ValidLabel)
true
iex> AshNeo4j.Util.is_valid_node_label?(:invalid_label)
false

  



  
    
      
    
    
      is_valid_property_name?(atom)



        
          
        

    

  


  

Validates that an atom is a valid Neo4j property name (i.e. does not start with a number and does not contain spaces or special characters)
Examples
iex> AshNeo4j.Util.is_valid_property_name?(:validName)
true
iex> AshNeo4j.Util.is_valid_property_name?(:invalid_name)
false

  



  
    
      
    
    
      json_decode(value)



        
          
        

    

  


  


  



  
    
      
    
    
      json_encode(value)



        
          
        

    

  


  

Encodes json, converting structs and maps to ordered objects sorted by key, even when in lists/nested
Deliberately does not call Jason.Encoder on structs, since Protocol may not be implemented for persistence/at all
Examples
iex> AshNeo4j.Util.json_encode(%{name: "Henry", age: 8, breed: :groodle})
{:ok, ~s({"age":8,"breed":"groodle","name":"Henry"})}
iex> AshNeo4j.Util.json_encode([%{currency: :aud, amount: 100}, %{currency: :sek, amount: 650}])
{:ok, ~s([{"amount":100,"currency":"aud"},{"amount":650,"currency":"sek"}])}
iex> AshNeo4j.Util.json_encode(%Ash.Union{type: :typed_struct, value: %AshNeo4j.Test.Type.DogTypedStruct{name: "Henry", age: 8, breed: "groodle"}})
{:ok, ~s({"type":"typed_struct","value":{"age":8,"breed":"groodle","name":"Henry"}})}

  



  
    
      
    
    
      reverse(direction)



        
          
        

    

  


  

Returns the reverse direction

  



  
    
      
    
    
      short_name(module)



        
          
        

    

  


  

Returns the short name for an Elixir Module
Examples
iex> AshNeo4j.Util.short_name(MyApp.Domain.User)
:User

  



  
    
      
    
    
      to_camel_case(atom)



        
          
        

    

  


  

Converts an Elixir snake_case atom to Neo4j camelCase atom, used for node properties
Examples
iex> AshNeo4j.Util.to_camel_case(:snake_case)
:snakeCase
iex> AshNeo4j.Util.to_camel_case(:UUID)
:uuid

  



  
    
      
    
    
      to_macro_case(atom)



        
          
        

    

  


  

Converts an Elixir snake_case atom to Neo4j MACRO_CASE atom, used for edge labels
Examples
iex> AshNeo4j.Util.to_macro_case(:snake_case)
:SNAKE_CASE
iex> AshNeo4j.Util.to_macro_case(:belongs_to)
:BELONGS_TO

  



  
    
      
    
    
      to_pascal_case(atom)



        
          
        

    

  


  

Converts an Elixir snake_case atom to Neo4j PascalCase atom, used for node labels
Examples
iex> AshNeo4j.Util.to_pascal_case(:snake_case)
:SnakeCase
iex> AshNeo4j.Util.to_pascal_case(:domain)
:Domain

  



  
    
      
    
    
      typed_struct?(module)



        
          
        

    

  


  

Whether the given module uses Ash.TypedStruct
Examples
iex> AshNeo4j.Util.typed_struct?(AshNeo4j.Test.Type.DogTypedStruct)
true
iex> AshNeo4j.Util.typed_struct?(List)
false

  


        

      


  

    
AshNeo4j.DataLayer.Cast 
    



      
Casting for AshNeo4j.DataLayer

      


      
        Summary


  
    Functions
  


    
      
        cast(type, value, constraints \\ [])

      


        Casts an Ash.Resource.Attribute, handles single values and arrays of values.
Values may be Elixir native types, Neo4j native types.
Returns {:ok, value} | {:error, reason}



    





      


      
        Functions


        


    

  
    
      
    
    
      cast(type, value, constraints \\ [])



        
          
        

    

  


  

Casts an Ash.Resource.Attribute, handles single values and arrays of values.
Values may be Elixir native types, Neo4j native types.
Returns {:ok, value} | {:error, reason}

  


        

      


  

    
AshNeo4j.DataLayer.Domain 
    



      
Domain-level DSL extension for AshNeo4j.
Attach to an Ash domain (directly or via a domain fragment) to write an additional
label on every node in that domain.
defmodule Telco do
  use Spark.Dsl.Fragment,
    of: Ash.Domain,
    extensions: [AshNeo4j.DataLayer.Domain]

  neo4j do
    label :Telco
  end
end

defmodule Provider do
  use Ash.Domain, fragments: [Telco]
end
Nodes for resources in Provider will have :Telco written as an additional
label on CREATE, giving the graph a semantically navigable axis.

      


      
        Summary


  
    Functions
  


    
      
        neo4j(body)

      


    





      


      
        Functions


        


  
    
      
    
    
      neo4j(body)


        (macro)


        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.DataLayer.Domain.Info 
    



      
Introspection helpers for AshNeo4j.DataLayer.Domain

      


      
        Summary


  
    Functions
  


    
      
        neo4j_label(dsl_or_extended)

      


        Label written on CREATE for all nodes whose resource belongs to this domain.



    


    
      
        neo4j_label!(dsl_or_extended)

      


        Label written on CREATE for all nodes whose resource belongs to this domain.



    


    
      
        neo4j_options(dsl_or_extended)

      


        neo4j DSL options



    





      


      
        Functions


        


  
    
      
    
    
      neo4j_label(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_label(dsl_or_extended :: module() | map()) :: {:ok, atom()} | :error


      


Label written on CREATE for all nodes whose resource belongs to this domain.

  



  
    
      
    
    
      neo4j_label!(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_label!(dsl_or_extended :: module() | map()) :: atom() | no_return()


      


Label written on CREATE for all nodes whose resource belongs to this domain.

  



  
    
      
    
    
      neo4j_options(dsl_or_extended)



        
          
        

    

  


  

      

          @spec neo4j_options(dsl_or_extended :: module() | map()) :: %{
  required(atom()) => any()
}


      


neo4j DSL options
Returns a map containing the and any configured or default values.

  


        

      


  

    
AshNeo4j.DataLayer.Dump 
    



      
Dumping for AshNeo4j.DataLayer

      


      
        Summary


  
    Functions
  


    
      
        dump(type, value, constraints \\ [])

      


        Dumps an Ash.Resource.Attribute, needs to handle single values and arrays of values.
Values may be Elixir native types, Neo4j native types, or string representations of either.



    





      


      
        Functions


        


    

  
    
      
    
    
      dump(type, value, constraints \\ [])



        
          
        

    

  


  

Dumps an Ash.Resource.Attribute, needs to handle single values and arrays of values.
Values may be Elixir native types, Neo4j native types, or string representations of either.

  


        

      


  

    
AshNeo4j.DataLayer.TypeClassifier 
    



      
Type Classifier for AshNeo4j.DataLayer

      


      
        Summary


  
    Functions
  


    
      
        ash_geo_type?(type)

      


        Returns true when the given type is one of the AshGeo geometry-input
types (or any user-shipped subtype via use AshGeo.GeoJson etc).



    


    
      
        classify(type \\ nil)

      


        Classifies the type to assist Cast and Dump



    


    
      
        invalid_types(type, constraints, path \\ [])

      


        Lists invalid types, checked recursively



    


    
      
        item_constraints(inner_type, constraints)

      


        Merges item constraints for array types.



    


    
      
        neo4j_native?(type)

      


    





      


      
        Functions


        


  
    
      
    
    
      ash_geo_type?(type)



        
          
        

    

  


  

Returns true when the given type is one of the AshGeo geometry-input
types (or any user-shipped subtype via use AshGeo.GeoJson etc).
AshGeo types are recognised explicitly so the data layer can route
spatial attributes through the geo dispatch path — promoting
<attr>.json (RFC 7946 GeoJSON STRING canonical) plus indexable
companions like <attr>.point or <attr>.bbSW/<attr>.bbNE
alongside the canonical form.
Cast and Dump are unchanged for these — the data layer hands Cast a
%Geo.*{} struct (decoding the stored JSON beforehand), and AshGeo's
identity cast_stored does the rest.

  



    

  
    
      
    
    
      classify(type \\ nil)



        
          
        

    

  


  

Classifies the type to assist Cast and Dump

  



    

  
    
      
    
    
      invalid_types(type, constraints, path \\ [])



        
          
        

    

  


  

Lists invalid types, checked recursively

  



  
    
      
    
    
      item_constraints(inner_type, constraints)



        
          
        

    

  


  

Merges item constraints for array types.

  



  
    
      
    
    
      neo4j_native?(type)



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Error.GeoDimensionMismatch exception
    



      
Raised when a spatial operation combines geometries of different coordinate
dimensions (2D vs 3D) — e.g. a 3D %Geo.PointZ{} against a 2D attribute, or
vice versa. Neo4j silently returns null for mixed-CRS operations (which then
drops rows in a WHERE), so AshNeo4j refuses up front (#270).
Bridge worlds explicitly with a downward projection
(AshNeo4j.Geo.force_2d/1) — collapse the 3D operand to its 2D footprint
and evaluate in 2D. There is no implicit 2D→3D lift (a height cannot be
fabricated).

      




  

    
AshNeo4j.Error.RequiresCypher25 exception
    



      
Raised when a Cypher 25 operation is attempted against a Neo4j server older
than 2025.06. Upgrade to Neo4j 2025.06 or later to use this feature.

      




  

    
AshNeo4j.Error.Unsupported3DGeometry exception
    



      
Raised when a 3D areal or linear geometry (%Geo.PolygonZ{},
%Geo.LineStringZ{}, …) is written. #270 Phase 1 supports 3D points
(%Geo.PointZ{}) only; 3D areal/linear geometries are deferred to Phase 2,
because exact 3D containment/distance needs a model the 2D topo refinement
cannot provide. Storing 2D bbox companions would silently drop the z.

      




  

    
AshNeo4j.Functions.StClosestPoint 
    



      
st_closest_point(collection, point) — returns the closest vertex from
a multi-vertex geometry to a target point. Mirrors ash_geo / PostGIS
ST_ClosestPoint. v1 supports:
	st_closest_point(%Geo.MultiPoint{}, %Geo.Point{}) — exact (the
collection IS a set of points; the closest "point" is genuinely one
of them).
	st_closest_point(%Geo.LineString{}, %Geo.Point{}) — the true
closest point on the nearest segment (#279), which may be an
interior point of an edge, not just a vertex.

In-memory only — no Cypher pushdown in this slice. Returns nil if
the collection is empty or either argument is nil. Always returns the
result as a %Geo.Point{srid: 4326} regardless of the collection's
internal representation.

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.StContains 
    



      
Spatial containment — true if the first geometry contains the second.
Place
|> Ash.Query.filter(st_contains(bounds, ^test_point))
|> Ash.read!()
Exact, hole-aware containment via topo
on the %Geo.*{} geometries (#267). Supports %Geo.Polygon{} and
%Geo.MultiPolygon{} as the container, against any of %Geo.Point{},
%Geo.MultiPoint{}, %Geo.LineString{}, %Geo.MultiLineString{},
%Geo.Polygon{}, or %Geo.MultiPolygon{}. OGC contains semantics:
	st_contains(polygon, multipoint) is true iff every point lies
inside the polygon (all-of).
	st_contains(multipolygon, point) is true iff the point lies in
any constituent polygon (any-of).
	Containment respects interior rings — a point in a hole is not
contained.

Inside an Ash.Query.filter, the bbSW/bbNE companions drive a
cheap indexed point.withinBBox prefilter in Cypher (over-selects
candidates whose bounding box contains the test geometry); the exact
topo test then runs in-memory over the prefilter's candidates. A true
match always lies within the polygon's bbox, so the prefilter never
drops one — it only narrows the set the exact test runs against.
Named after the OGC / PostGIS convention (ST_Contains) for
consistency with ash_geo / AshGeo.Postgis so consumer code reads
the same across data layers.

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.StDistance 
    



      
Geodesic distance between two geometries, in meters. Mirrors ash_geo /
PostGIS ST_Distance. Post #274 every geometry arrives as a
%Geo.*{} struct.
Place
|> Ash.Query.filter(st_distance(location, ^customer_point) < 5_000)
|> Ash.read!()
When used inside a comparison filter (<, <=, >, >=, ==,
!=) against a Point attribute, the whole comparison pushes down to
Neo4j's native point.distance(p1, p2) <op> threshold (geodesic
haversine in WGS-84) via the <attr>.point indexable companion.
In-memory coverage (#279)
Any geometry to a Point is supported and exact at this scale:
	Point — geodesic haversine.
	LineString / MultiLineString — true closest-point-on-segment
(not closest-vertex), so a point near a long edge's midpoint reads
its real perpendicular distance rather than the overstated
distance to the nearest vertex.
	MultiPoint — distance to the nearest point of the set.
	Polygon / MultiPolygon — 0.0 when the point is inside (hole-aware
via topo), otherwise the distance to the nearest boundary edge
(over the exterior ring and any holes).

Distances between two non-Point geometries (line↔line,
line↔polygon, polygon↔polygon) need segment-to-segment math and stay
:unknown for now — deferred in #279.

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.StDistanceInMeters 
    



      
Alias for st_distance. PostGIS distinguishes the two because PostGIS
ST_Distance returns degrees for geographic types unless cast; Neo4j's
point.distance is always meters for WGS-84, so the distinction is
cosmetic for us. This module exists for API parity with ash_geo so
consumer code reads identically across data layers.
Place
|> Ash.Query.filter(st_distance_in_meters(location, ^p) < 5_000)
|> Ash.read!()
Same pushdown shape as st_distance — the comparison renders to
point.distance(n.<prop>, $test) <op> $threshold. evaluate/1 delegates.

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.StDwithin 
    



      
True if two geometries are within a given distance of each other.
Mirrors ash_geo / PostGIS ST_DWithin. v1 supports point-point only,
with the threshold in meters (geodesic, WGS-84).
Place
|> Ash.Query.filter(st_dwithin(location, ^customer_point, 5_000))
|> Ash.read!()
Pushes down to Neo4j's native:
point.distance(n.location, $test_point) <= $threshold
…a single boolean predicate. Falls back to in-memory evaluate/1 if the
data layer can't push it down. Boundary is inclusive (matches PostGIS
semantics).

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.StIntersects 
    



      
st_intersects(a, b) — true if two geometries share any space. Mirrors
ash_geo / PostGIS ST_Intersects. Exact, via
topo on the %Geo.*{} geometries
(#267) — handles any combination of Point / LineString / Polygon /
Multi* directly, including segment-edge crossings.
Place
|> Ash.Query.filter(st_intersects(bounds, ^other_polygon))
|> Ash.read!()
Evaluates in memory. Unlike st_contains, st_intersects is not
pushed down — a bbox-overlap prefilter via the bbSW/bbNE companions
is tractable (point.withinBBox on the corners) but deferred to a
follow-up. In-memory topo is correct and fast at NBN scale.
Notably, a LineString that crosses a Polygon without a vertex
inside it now correctly intersects (the old vertex-in-bbox
approximation missed that case).

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.StWithin 
    



      
st_within(a, b) — true if a is contained by b. Argument-flipped
st_contains. Mirrors ash_geo / PostGIS ST_Within.
Place
|> Ash.Query.filter(st_within(location, ^search_box))
|> Ash.read!()
evaluate/1 delegates to StContains with arguments swapped. No Cypher
pushdown in this slice — the predicate evaluates in memory via
Ash.Filter.Runtime. For pushdown shape, use st_contains(^box, location)
directly (the pushdown path expects the container property on the LHS).

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.VectorCosineDistance 
    



      
Cosine distance between a stored vector attribute and a query embedding —
the ash_ai-compatible counterpart to AshNeo4j.Functions.VectorSimilarity.
Returns a float in [0.0, 2.0] where 0.0 is identical direction and larger
is further apart (lower = closer). This matches pgvector's <=> operator
(vector_cosine_distance in ash_ai), so the same read action expression —
Ash.Query.filter(query, vector_cosine_distance(embedding, ^q) < 0.5)
|> Ash.Query.sort({calc(vector_cosine_distance(embedding, ^q), type: :float), :asc})
|> Ash.Query.limit(10)
— works against AshNeo4j and AshPostgres alike.
Neo4j's vector.similarity.cosine/2 returns a normalised similarity in
[0.0, 1.0] (1.0 identical, 0.5 orthogonal, 0.0 opposite). The data
layer maps it back to pgvector-style distance as 2 * (1 - similarity).
Requires Cypher 25 (Neo4j ≥ 2025.06). The data layer pushes this down to
2 * (1 - vector.similarity.cosine(s.embedding, $q)). evaluate/1 mirrors
that exact maths in Elixir (1 - raw_cosine) so the data layer's in-memory
correctness re-filter agrees with the pushdown.

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Functions.VectorMath 
    



      
Shared in-memory cosine maths for the vector query functions.
Used by evaluate/1 in AshNeo4j.Functions.VectorSimilarity and
AshNeo4j.Functions.VectorCosineDistance so the data layer's in-memory
correctness re-filter (Ash.Filter.Runtime) produces the same values as the
Cypher pushdown. Neo4j normalises cosine similarity to [0, 1] as
(1 + raw_cosine) / 2; the callers derive their results from raw_cosine/2
accordingly.

      


      
        Summary


  
    Functions
  


    
      
        comparable_vectors?(a, b)

      


        True when a and b are equal-length, non-empty numeric lists.



    


    
      
        raw_cosine(a, b)

      


        Raw cosine similarity in [-1.0, 1.0] — dot(a, b) / (‖a‖ · ‖b‖).



    





      


      
        Functions


        


  
    
      
    
    
      comparable_vectors?(a, b)



        
          
        

    

  


  

True when a and b are equal-length, non-empty numeric lists.

  



  
    
      
    
    
      raw_cosine(a, b)



        
          
        

    

  


  

Raw cosine similarity in [-1.0, 1.0] — dot(a, b) / (‖a‖ · ‖b‖).
Returns 0.0 if either vector has zero magnitude. Assumes
comparable_vectors?/2 already held.

  


        

      


  

    
AshNeo4j.Functions.VectorSimilarity 
    



      
Normalised cosine similarity between a stored vector attribute and a query
embedding, matching Neo4j's vector.similarity.cosine/2.
Returns a float in [0.0, 1.0] — 1.0 identical direction, 0.5 orthogonal,
0.0 opposite — i.e. (1 + raw_cosine) / 2. Higher is closer. Typically used
in sort to rank results by relevance:
Item
|> Ash.Query.sort({calc(vector_similarity(embedding, ^q), type: :float), :desc})
|> Ash.read!()
Requires Cypher 25 (Neo4j ≥ 2025.06). The data layer pushes this down to
vector.similarity.cosine(s.embedding, $q). evaluate/1 mirrors that exact
normalisation in Elixir so the data layer's in-memory correctness re-filter
agrees with the pushdown (and so filters/sorts also work without pushdown).

      


      
        Summary


  
    Functions
  


    
      
        args()

      


        Callback implementation for Ash.Query.Function.args/0.



    


    
      
        has_partial_evaluate?()

      


    





      


      
        Functions


        


  
    
      
    
    
      args()



        
          
        

    

  


  

Callback implementation for Ash.Query.Function.args/0.

  



  
    
      
    
    
      has_partial_evaluate?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Geo 
    



      
Geodesic geometry primitives for the in-memory side of AshNeo4j's
spatial predicates.
The single source of truth for distance math. The in-memory st_*
functions (st_distance, st_dwithin, st_closest_point) use these
so they agree with the values Neo4j returns on the pushdown path.
Matching Neo4j's distance model
Neo4j's point.distance/2 for WGS-84 geographic points is a spherical
haversine on the WGS-84 equatorial radius (the semi-major axis,
6 378 137 m) — not the mean Earth radius (6 371 000 m) a naive
haversine would reach for. Using the mean radius disagrees with Neo4j
by ~0.11 % (≈800 m over a 700 km span), which means the same
st_distance query would return different answers depending on
whether it pushed down to Cypher or evaluated in Elixir.
We deliberately use the same radius Neo4j does, so the two execution
paths agree to sub-metre over continental distances. Neo4j's model is
spherical, not ellipsoidal — true ellipsoidal distance (Vincenty /
Karney) would differ by a further ~0.1–0.5 %, but since we push down
to Neo4j, Neo4j's model is the reference we match.

      


      
        Summary


  
    Functions
  


    
      
        closest_point_on_segment(arg, a, b)

      


        The point on segment a–b closest to p, as a {lng, lat} pair.
Clamps to the segment's endpoints. See point_segment_meters/3 for the
projection model.



    


    
      
        force_2d(g)

      


        Projects a 3D (Z) geometry down to its 2D footprint by dropping the
height ordinate — the OGC ST_Force2D operation (#270). This is the only
sanctioned bridge between the 3D and 2D worlds: e.g. asking whether a 3D
antenna is inside a 2D coverage area is st_contains(area, ^force_2d(antenna)).



    


    
      
        haversine_meters(arg1, arg2)

      


        Geodesic (great-circle haversine) distance in metres between two
WGS-84 {lng, lat} coordinate pairs. Matches Neo4j's
point.distance/2 to sub-metre over continental distances.



    


    
      
        haversine_meters_3d(arg1, arg2)

      


        Geodesic distance in metres between two WGS-84-3D {lng, lat, height}
coordinate triples (#270). Matches Neo4j's 3D point.distance/2 to within
~0.1 m.



    


    
      
        min_segment_meters(p, coords)

      


        Minimum point_segment_meters/3 from p to any segment formed by
consecutive vertices of coords (a list of {lng, lat} pairs). Used
for point-to-LineString and point-to-polygon-ring-edge distance. A
single-vertex list degenerates to the distance to that vertex; an empty
list returns :infinity (a sentinel that orders above any real distance
under min/2, so callers can fold it away).



    


    
      
        point_segment_meters(p, a, b)

      


        Geodesic distance in metres from point p to the nearest point on the
segment a–b (each a {lng, lat} pair) — the true
closest-point-on-segment distance, not closest-vertex.



    





      


      
        Functions


        


  
    
      
    
    
      closest_point_on_segment(arg, a, b)



        
          
        

    

  


  

      

          @spec closest_point_on_segment(
  {number(), number()},
  {number(), number()},
  {number(), number()}
) ::
  {number(), number()}


      


The point on segment a–b closest to p, as a {lng, lat} pair.
Clamps to the segment's endpoints. See point_segment_meters/3 for the
projection model.

  



  
    
      
    
    
      force_2d(g)



        
          
        

    

  


  

      

          @spec force_2d(Geo.geometry()) :: Geo.geometry()


      


Projects a 3D (Z) geometry down to its 2D footprint by dropping the
height ordinate — the OGC ST_Force2D operation (#270). This is the only
sanctioned bridge between the 3D and 2D worlds: e.g. asking whether a 3D
antenna is inside a 2D coverage area is st_contains(area, ^force_2d(antenna)).
Returns the 2D sibling struct with srid: 4326. A geometry that is already
2D is returned unchanged. There is no to_3d — a height cannot be fabricated.
iex> AshNeo4j.Geo.force_2d(%Geo.PointZ{coordinates: {151.0, -33.0, 50.0}, srid: 4979})
%Geo.Point{coordinates: {151.0, -33.0}, srid: 4326}

  



  
    
      
    
    
      haversine_meters(arg1, arg2)



        
          
        

    

  


  

      

          @spec haversine_meters({number(), number()}, {number(), number()}) :: float()


      


Geodesic (great-circle haversine) distance in metres between two
WGS-84 {lng, lat} coordinate pairs. Matches Neo4j's
point.distance/2 to sub-metre over continental distances.

  



  
    
      
    
    
      haversine_meters_3d(arg1, arg2)



        
          
        

    

  


  

      

          @spec haversine_meters_3d(
  {number(), number(), number()},
  {number(), number(), number()}
) :: float()


      


Geodesic distance in metres between two WGS-84-3D {lng, lat, height}
coordinate triples (#270). Matches Neo4j's 3D point.distance/2 to within
~0.1 m.
Neo4j's 3D geographic model is not a naive √(ground² + Δh²) — the
great-circle arc is taken at the mean height (h₁+h₂)/2, then combined
with the height delta by Pythagoras:
d = √( (arc × (R + h_mean) / R)²  +  Δh² )
where arc is the surface haversine (at the equatorial radius R). Matching
this exactly keeps in-memory order_by / calculate consistent with the
point.distance pushdown, the same invariant the 2D path holds.

  



  
    
      
    
    
      min_segment_meters(p, coords)



        
          
        

    

  


  

      

          @spec min_segment_meters(
  {number(), number()},
  [{number(), number()}]
) :: float() | :infinity


      


Minimum point_segment_meters/3 from p to any segment formed by
consecutive vertices of coords (a list of {lng, lat} pairs). Used
for point-to-LineString and point-to-polygon-ring-edge distance. A
single-vertex list degenerates to the distance to that vertex; an empty
list returns :infinity (a sentinel that orders above any real distance
under min/2, so callers can fold it away).

  



  
    
      
    
    
      point_segment_meters(p, a, b)



        
          
        

    

  


  

      

          @spec point_segment_meters(
  {number(), number()},
  {number(), number()},
  {number(), number()}
) :: float()


      


Geodesic distance in metres from point p to the nearest point on the
segment a–b (each a {lng, lat} pair) — the true
closest-point-on-segment distance, not closest-vertex.
The closest point is found by projecting p onto the segment in a
local equirectangular frame (longitude scaled by cos(lat) so the
projection isn't distorted by meridian convergence), then the distance
to that point is measured with haversine_meters/2. Accurate for the
short segments of fibre paths and admin-boundary edges; a degenerate
segment (a == b) falls back to the distance to a.

  


        

      


  

    
AshNeo4j.GeoJson 
    



      
RFC 7946 GeoJSON encoder/decoder over the :geo library.
Geo.JSON.encode!/1 produces the obsolete 2008-spec GeoJSON shape when
srid is set on a geometry struct — it adds a "crs" member that
RFC 7946 explicitly
removed. AshNeo4j wants RFC 7946 strictly on disk (GIS-tool interop is
half the motivation), so this module wraps Geo.JSON to:
	Strip the crs member on encode by nilling srid before
handing the struct to Geo.JSON.encode!/1.
	Add the optional RFC bbox member to every encoded geometry,
derived from the coordinates. Makes the JSON self-describing for
any consumer that doesn't want to recompute the bounding box.
	Set srid: 4326 on decoded structs. AshNeo4j is WGS-84 2D
throughout; the struct should carry that explicitly even though
the on-disk JSON omits the CRS.

Round-trip: encode!(geom) |> decode!() == geom (with srid: 4326
set on the decoded side).
The encode workaround is a candidate for an upstream fix in :geo
itself (an option like Geo.JSON.encode!(geom, rfc7946: true)); to
be filed once this local workaround is exercised in production.

      


      
        Summary


  
    Functions
  


    
      
        bbox(map)

      


        Derives the RFC 7946 §5 bbox for a geometry as [west, south, east, north]
(2D, WGS-84). Walks the coordinate structure recursively, so works for
any geometry shape — Point, LineString, Polygon (incl. holes),
MultiPoint, MultiLineString, MultiPolygon.



    


    
      
        decode!(json)

      


        Decodes an RFC 7946 GeoJSON string to a %Geo.*{} struct with the WGS-84
srid set by dimensionality — 4326 for 2D geometries, 4979 for 3D (a
third coordinate present, e.g. %Geo.PointZ{}). The on-disk JSON omits the
CRS member (RFC 7946), so the srid is inferred from the coordinate arity and
restored here. The bbox member, if present, is ignored — it's metadata
derivable from coordinates and the struct doesn't carry it.



    


    
      
        encode!(geom)

      


        Encodes a %Geo.*{} struct to an RFC 7946-compliant GeoJSON string
with the bbox member included. Keys are sorted alphabetically via
AshNeo4j.Util.json_encode/1 for stable on-disk ordering.



    


    
      
        encode_map(geom)

      


        Encodes a %Geo.*{} struct to an RFC 7946 GeoJSON map (without
JSON-stringifying). Used when the GeoJSON needs to be nested inside
another structure that will itself be JSON-encoded — e.g. a Geo struct
living inside a TypedStruct attribute, where the parent's JSON blob
contains the nested GeoJSON inline.



    





      


      
        Functions


        


  
    
      
    
    
      bbox(map)



        
          
        

    

  


  

      

          @spec bbox(Geo.geometry()) :: [float()]


      


Derives the RFC 7946 §5 bbox for a geometry as [west, south, east, north]
(2D, WGS-84). Walks the coordinate structure recursively, so works for
any geometry shape — Point, LineString, Polygon (incl. holes),
MultiPoint, MultiLineString, MultiPolygon.

  



  
    
      
    
    
      decode!(json)



        
          
        

    

  


  

      

          @spec decode!(String.t()) :: Geo.geometry()


      


Decodes an RFC 7946 GeoJSON string to a %Geo.*{} struct with the WGS-84
srid set by dimensionality — 4326 for 2D geometries, 4979 for 3D (a
third coordinate present, e.g. %Geo.PointZ{}). The on-disk JSON omits the
CRS member (RFC 7946), so the srid is inferred from the coordinate arity and
restored here. The bbox member, if present, is ignored — it's metadata
derivable from coordinates and the struct doesn't carry it.

  



  
    
      
    
    
      encode!(geom)



        
          
        

    

  


  

      

          @spec encode!(Geo.geometry()) :: String.t()


      


Encodes a %Geo.*{} struct to an RFC 7946-compliant GeoJSON string
with the bbox member included. Keys are sorted alphabetically via
AshNeo4j.Util.json_encode/1 for stable on-disk ordering.

  



  
    
      
    
    
      encode_map(geom)



        
          
        

    

  


  

      

          @spec encode_map(Geo.geometry()) :: map()


      


Encodes a %Geo.*{} struct to an RFC 7946 GeoJSON map (without
JSON-stringifying). Used when the GeoJSON needs to be nested inside
another structure that will itself be JSON-encoded — e.g. a Geo struct
living inside a TypedStruct attribute, where the parent's JSON blob
contains the nested GeoJSON inline.

  


        

      


  

    
AshNeo4j.Spatial 
    



      
Convenience helpers for creating the Neo4j POINT indexes that back
AshNeo4j's spatial pushdown (#275).
After #274, the indexable form of a geometry is a scalar Neo4j POINT
companion that the data layer writes automatically alongside the
canonical RFC 7946 GeoJSON:
	a %Geo.Point{} gets one companion at <property>.point;
	any other geometry gets two, <property>.bbSW / <property>.bbNE
(the bounding-box corners point.withinBBox reads).

Hand-writing the index Cypher means knowing the resource's Neo4j
label, the attribute → property translation, the companion
suffix convention, and — for bbox geometries — that there are two
companions. This module applies that internal knowledge for you,
resolving everything from the resource module and attribute name.
# top-level Point attribute → one `.point` index
AshNeo4j.Spatial.create_index(Place, :location)

# non-Point geometry → both bbSW and bbNE indexes
AshNeo4j.Spatial.create_index(Place, :bounds)

# nested geometry — [attribute, field...] path into a TypedStruct
AshNeo4j.Spatial.create_index(Place, [:pet, :home])

# rebuild (DROP IF EXISTS + CREATE) after a storage-shape change
AshNeo4j.Spatial.create_index(Place, :location, recreate: true)
Consistent with AshNeo4j's "no migrations, index lifecycle is the
operator's concern" stance (#45) — this is an ergonomic tool you
choose to call (e.g. from a start-up task), not automatic
behaviour. create_index/3 uses IF NOT EXISTS, so it's safe to run
repeatedly. Indexes are schema objects independent of data: clearing
nodes does not drop them, and they re-populate as nodes are written.
Naming
Each companion gets its own index named <base>_<suffix>, where
suffix is point / bbSW / bbNE and base defaults to
<label>_<dotted_property> (label lower-cased, dots as underscores) —
e.g. place_location_point, place_bounds_bbSW. Pass name: to
override the base.
Dry run
index_statements/3 returns the exact CREATE Cypher without
touching the database — useful for review, a migration file, or
testing.

      


      
        Summary


  
    Types
  


    
      
        attr_or_path()

      


        An attribute name, or a [attribute, field, ...] path into a nested geometry.



    





  
    Functions
  


    
      
        create_index(resource, attr_or_path, opts \\ [])

      


        Creates the POINT index(es) backing spatial pushdown for attr_or_path.



    


    
      
        drop_index(resource, attr_or_path, opts \\ [])

      


        Drops the POINT index(es) for attr_or_path (both corners for a bbox
geometry). Uses IF EXISTS, so it's a no-op when absent.



    


    
      
        index_statements(resource, attr_or_path, opts \\ [])

      


        Returns {:ok, statements} — the CREATE POINT INDEX Cypher that
create_index/3 would run — without touching the database, or
{:error, reason}. Honours :name; ignores :recreate.



    





      


      
        Types


        


  
    
      
    
    
      attr_or_path()



        
          
        

    

  


  

      

          @type attr_or_path() :: atom() | [atom()]


      


An attribute name, or a [attribute, field, ...] path into a nested geometry.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      create_index(resource, attr_or_path, opts \\ [])



        
          
        

    

  


  

      

          @spec create_index(Ash.Resource.t(), attr_or_path(), keyword()) ::
  {:ok, [Bolty.Response.t()]} | {:error, term()}


      


Creates the POINT index(es) backing spatial pushdown for attr_or_path.
Returns {:ok, responses} — a list with one %Bolty.Response{} per
index created (one for a Point, two for a bbox geometry) — or
{:error, reason} on the first failure or if the attribute can't be
resolved to a geometry.
Options
	:recreate — when true, DROP INDEX ... IF EXISTS precedes each
CREATE. Needed only when the index definition changes; data
churn never requires it. Defaults to false.
	:name — override the auto-derived base index name. The companion
suffix (_point / _bbSW / _bbNE) is still appended.


  



    

  
    
      
    
    
      drop_index(resource, attr_or_path, opts \\ [])



        
          
        

    

  


  

      

          @spec drop_index(Ash.Resource.t(), attr_or_path(), keyword()) ::
  {:ok, [Bolty.Response.t()]} | {:error, term()}


      


Drops the POINT index(es) for attr_or_path (both corners for a bbox
geometry). Uses IF EXISTS, so it's a no-op when absent.
Returns {:ok, responses} or {:error, reason}. Pass :name to match
a base name overridden at create time.

  



    

  
    
      
    
    
      index_statements(resource, attr_or_path, opts \\ [])



        
          
        

    

  


  

      

          @spec index_statements(Ash.Resource.t(), attr_or_path(), keyword()) ::
  {:ok, [String.t()]} | {:error, term()}


      


Returns {:ok, statements} — the CREATE POINT INDEX Cypher that
create_index/3 would run — without touching the database, or
{:error, reason}. Honours :name; ignores :recreate.
AshNeo4j.Spatial.index_statements(Place, :location)
#=> {:ok, ["CREATE POINT INDEX place_location_point IF NOT EXISTS FOR (n:Place) ON (n.`location.point`)"]}

  


        

      


  

    
AshNeo4j.Types.Vector 
    



      
Ash attribute type for vector embeddings, stored as a Neo4j LIST<FLOAT>.
The Elixir-side value is a plain [float()] list, and it is persisted as a
LIST<FLOAT> node property — which is what Neo4j's vector indexes and
vector.similarity.cosine/2 operate on. The native Bolt 6.0 %Bolty.Types.Vector{}
type is a query-parameter wire type and cannot be written as a node
property, so it is never used for storage. cast_input/2 and cast_stored/2
still accept a %Bolty.Types.Vector{} defensively and unwrap it to [float()].
Cypher 25 required
Vector operations require Cypher 25 (Neo4j ≥ 2025.06) — not Bolt 6.0. With
list storage and list query params, similarity search works over Bolt 5.8.
This is an AshNeo4j-level requirement — see AshNeo4j.Cypher.require_cypher25!/0.
Constraints
	:element_type — :float32 (default) or :float64
	:dimensions — expected number of dimensions; validated on cast when set

Usage
attribute :embedding, AshNeo4j.Types.Vector,
  constraints: [element_type: :float32, dimensions: 1536]
See AshNeo4j.Vector for index creation helpers and AshNeo4j.Functions.VectorSimilarity
for cosine similarity filtering/sorting.

      


      
        Summary


  
    Functions
  


    
      
        handle_change?()

      


    


    
      
        prepare_change?()

      


    





      


      
        Functions


        


  
    
      
    
    
      handle_change?()



        
          
        

    

  


  


  



  
    
      
    
    
      prepare_change?()



        
          
        

    

  


  


  


        

      


  

    
AshNeo4j.Vector 
    



      
Convenience helpers for creating the Neo4j VECTOR indexes that back
AshNeo4j.Types.Vector attributes.
Requires Cypher 25 (Neo4j ≥ 2025.06). Operations against an older server
raise AshNeo4j.Error.RequiresCypher25.
# Create the index for a vector attribute
AshNeo4j.Vector.create_index(Item, :embedding)

# Rebuild after a dimension or similarity-function change
AshNeo4j.Vector.create_index(Item, :embedding, recreate: true)

# Euclidean distance instead of the default cosine
AshNeo4j.Vector.create_index(Item, :embedding, similarity_function: :euclidean)
Consistent with AshNeo4j's "no automatic migrations" stance — this is an
ergonomic tool you call (e.g. from a start-up task). create_index/3 uses
IF NOT EXISTS, so it is safe to run repeatedly.
Naming
The index is named <base>_vector where base defaults to
<label_lower>_<property> — e.g. item_embedding_vector. Pass :name to
override the base.
Dry run
index_statements/3 returns the CREATE Cypher without touching the
database — useful for review or testing.

      


      
        Summary


  
    Functions
  


    
      
        create_index(resource, attr, opts \\ [])

      


        Creates the VECTOR index for attr on resource.



    


    
      
        drop_index(resource, attr, opts \\ [])

      


        Drops the VECTOR index for attr. Uses IF EXISTS, so it is a no-op when absent.



    


    
      
        index_statements(resource, attr, opts \\ [])

      


        Returns {:ok, statement} — the CREATE VECTOR INDEX Cypher that
create_index/3 would run — without touching the database.



    





      


      
        Functions


        


    

  
    
      
    
    
      create_index(resource, attr, opts \\ [])



        
          
        

    

  


  

      

          @spec create_index(Ash.Resource.t(), atom(), keyword()) ::
  {:ok, Bolty.Response.t()} | {:error, term()}


      


Creates the VECTOR index for attr on resource.
Returns {:ok, %Bolty.Response{}} or {:error, reason}.
Options
	:recreate — DROP INDEX ... IF EXISTS before CREATE. Use after changing
:dimensions or :similarity_function. Defaults to false.
	:name — override the auto-derived base name. _vector is still appended.
	:similarity_function — :cosine (default) or :euclidean.


  



    

  
    
      
    
    
      drop_index(resource, attr, opts \\ [])



        
          
        

    

  


  

      

          @spec drop_index(Ash.Resource.t(), atom(), keyword()) ::
  {:ok, Bolty.Response.t()} | {:error, term()}


      


Drops the VECTOR index for attr. Uses IF EXISTS, so it is a no-op when absent.

  



    

  
    
      
    
    
      index_statements(resource, attr, opts \\ [])



        
          
        

    

  


  

      

          @spec index_statements(Ash.Resource.t(), atom(), keyword()) ::
  {:ok, String.t()} | {:error, term()}


      


Returns {:ok, statement} — the CREATE VECTOR INDEX Cypher that
create_index/3 would run — without touching the database.
AshNeo4j.Vector.index_statements(Item, :embedding)
#=> {:ok, "CREATE VECTOR INDEX item_embedding_vector IF NOT EXISTS FOR (n:Item) ON (n.embedding) OPTIONS {indexConfig: {`vector.dimensions`: 1536, `vector.similarity_function`: 'cosine'}}"}

  


        

      


  

    
AshNeo4j.Verifiers.VerifyAttributeType 
    



      
Verifies that attribute types are supported by AshNeo4j.DataLayer

      


      
        Summary


  
    Functions
  


    
      
        verify(dsl_state)

      


        Callback implementation for Spark.Dsl.Verifier.verify/1.



    





      


      
        Functions


        


  
    
      
    
    
      verify(dsl_state)



        
          
        

    

  


  

Callback implementation for Spark.Dsl.Verifier.verify/1.

  


        

      


  

    
AshNeo4j.Verifiers.VerifyEnrichable 
    



      
Verifies that relate is unique so relationships are enrichable

      




  

    
AshNeo4j.Verifiers.VerifyGuard 
    



      
Verifies that each guard is a node relationship meeting Neo4j conventions

      




  

    
AshNeo4j.Verifiers.VerifyLabelsPascalCase 
    



      
Verifies that Neo4j labels are PascalCase

      




  

    
AshNeo4j.Verifiers.VerifyPropertiesCamelCase 
    



      
Verifies that Neo4j properties are camelCase

      




  

    
AshNeo4j.Verifiers.VerifyRelate 
    



      
Verifies that each relate relates to a relationship, and that the edge labels meets Neo4j conventions

      




  

    
mix ash_neo4j.install 
    



      
Installs AshNeo4j
Example
mix igniter.install ash_neo4j
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